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Figure 1: Segmentation pipeline: Starting with binary shadow masks, albedo and surface normals, we compute a contour score for different
light-to-shadow directions. After applying non-maximum suppression, we obtain thin contours. The segmentation is performed by coarsening
a Delaunay triangulation of the detected contour points.

Abstract
Image segmentation has gained a lot of attention in the past. When working with photometric stereo data, we discovered that
shadow cues provide valuable spatial information, especially when combining multiple images of the same scene under different
lighting conditions. In the following, we present a robust method to pre-segment images, relying heavily on shadow masks as the
main input. We first detect object contours from light to shadow transitions. In the second step, we run an image segmentation
algorithm based on Delaunay triangulation that is capable of closing the gaps between contours. Our method requires spatial
input data but is free from training data. Initial results look promising, generating pre-segmentations close to recent data-driven
image segmentation algorithms.

CCS Concepts
• Computing methodologies → Image processing;

1. Introduction

Image segmentation in RGB space is a notoriously difficult task
where state-of-the-art methods are usually trained on thousands or
even millions of annotated images [KMR∗23, RGH∗24]. Although
the performance is impressive, it is still not perfect. Inaccuracies
can appear for objects of similar colours, zigzag object boundaries
or for surfaces with contrasting colour patterns. While working
with photometric stereo data, we discovered that image sequences,
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taken by a static camera of a static scene and a single light source at
varying positions, provide valuable information for image segmen-
tation. Different to the current state-of-the-art, our method is fully
analytical and achieves pre-segmentations suitable for interactive
refinement. In some cases, our lightweight solution generates re-
sults close to recent data-driven algorithms, which, in our opinion,
is a remarkable result. While our photometric stereo input require-
ment addresses a niche application, we hope to inspire and encour-
age researchers to explore image segmentation algorithms beyond
RGB input domains and not only at the algorithm level.

In the following, we describe in detail the algorithms of a previ-
ously published poster [HZ24] together with valuable additions to
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increase robustness. Our method builds on top of the observation
that changing the light positions affects the shadow patterns cast
by the foreground objects onto the background objects. The transi-
tions from light to shadow are observable in image space [RTF∗04]
and reveal the spatial structure of the scene without explicit depth
computations. However, the contours inferred from these transi-
tions are often incomplete and require additional processing. In-
spired by interactive sketch colouring [PMC22], we create a De-
launay triangulation from the contour pixels and simplify it until
the final segmentation. As the Delaunay triangulation is a geomet-
ric structure, it has no notion of colour similarity. Instead, we rely
on the Delaunay edges to guide the segmentation. Unlike compara-
ble graph-based image segmentation algorithms [FH04] that cluster
pixels by colour and achieve mediocre results by current standards,
our method shows promising results – without training or annotated
data – all while relying mainly on shadow masks. In summary, our
contributions are:

• A shadow-based contour detection method that leverages bi-
nary shadow masks from photometric stereo data to identify ob-
ject boundaries through light-to-shadow transitions, combined
with albedo and surface normal features for increased robust-
ness.

• A Delaunay triangulation-based segmentation algorithm that
converts detected contour points into a geometric graph structure
and progressively fuses triangles into larger segments using a
modified minimum spanning tree approach with edge weights
derived from contour scores.

• A training-free analytical approach that achieves competitive
pre-segmentation results while requiring no annotated training
data and operating purely on photometric stereo inputs.

2. Related Work

Image segmentation is a highly context-specific task, subdivided
into different categories like semantic segmentation [LMSR17]
or instance segmentation [WZK∗20]. Some of these methods are
fully automatic [KMR∗23] while others are interactive [ZYZ∗24],
i.e. require user input like scribbles, point or box selections. Our
method automatically fuses pixels into larger entities that are eas-
ier to select, potentially serving as an interesting preprocessing step
for interactive segmentation tasks.

Analytical Methods Early interactive segmentation tools like re-
gion growing [AB94] or intelligent scissors [MB98] became an el-
emental tool of image editing software. Many classical segmen-
tation methods operate on top of a graph data structure, convert-
ing pixels to nodes and connecting them by edges. As such, a
four- (horizontal and vertical neighbours), eight-neighbourhood
(add diagonal neighbours) [FH04, RKB04] or even bigger neigh-
bourhoods based on a radius [SM00, FH04] are common choices.
The graph structure is essential to run graph algorithms like nor-
malised cuts [SM00] based on spectral properties of the graph
Laplacian, minimal cuts [RKB04] using quadratic pseudo-boolean
optimisation, minimum spanning trees (MST) [FH04], or random
walks [Gra06]. Several extensions, which are systemically cate-
gorised in [RLT20], have been suggested to extend these funda-
mental works, e.g. [TGVB13, YZQ∗17] are an extension of Grab-
cut [RKB04]. Graph-based interactive segmentation also inspired

other domains like image colourisation [SDC09, PMC22]. While
our algorithm also combines a graph structure with a modified MST
algorithm [Kru56], our Delaunay graph structure does not merely
represent the image grid but already encodes properties of the final
segmentation.

Data-driven Methods With the rise of convolutional neural net-
works (CNNs), data-driven methods surpassed analytical methods
for RGB [MBP∗21] or RGBD [YZL∗24] image segmentation. For
semantic segmentation in particular, specialist networks [LMSR17]
and, more recently, generalist networks [WCJ∗24] are likely the
only viable options. Notably, combinations of graph-based meth-
ods and CNNs have been proposed [XPC∗17] to enhance robust-
ness against inaccurate user input. More recently, segment any-
thing [KMR∗23, RGH∗24] has gained attention as a foundation
model, for instance, segmentation, with follow-up work [ZYZ∗24]
capable of handling a variety of user inputs for interactive segmen-
tation. While our method is free of training data, the integration
of shadow masks within multimodal image segmentation pipelines
might be an interesting option for further improving the robustness
of data-driven methods.

3. Method

Photometric stereo uses images under different light conditions to
estimate surface properties like albedo, surface normals, and more
[Woo80]. Compared to classical RGB images, these channels per-
mit a more reliable contour detection in image space that is un-
affected by shading artefacts. To reduce the influence of outliers,
robust photometric stereo further requires shadow detection. In the
first step, we use shadow masks as well as albedo and normals to
detect object contours in image space (see Section 3.1). In a second
step, we generate a Delaunay triangulation based on these detected
contours (see Section 3.2), which is then coarsened into the final
pre-segmentation (see Section 3.3).

3.1. Contour Detection

The goal of our contour detection is to assign to every pixel p and
every direction d along the eight neighbouring pixels (horizontal,
vertical and diagonal neighbours) a score bp;d . The score bp;d es-
timates whether we cross a segment boundary as we traverse pixel
p in direction d. For this, we rely on two types of inputs: (a) bi-
nary shadow masks sl p that encode whether a pixel p receives any
light from light source l and (b) image features fp, e.g. albedo and
normals. Both inputs are then combined into a pixel-wise contour
score for further segmentation.

3.1.1. Shadow Hints

Photometric stereo uses point light sources. Under this illumina-
tion, objects in the foreground cast shadows onto objects further
in the background, often leading to a distinct shadow-to-light tran-
sition between background and foreground objects. We employ a
template matching procedure to detect such shadow-to-light transi-
tions in all shadow masks and merge them into a pixel-based con-
tour strength and direction. Shadow-to-light transitions look differ-
ent depending on the direction the shadow is cast. To cover this va-
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Figure 2: The result with and without wl p;d in Equation (1), which
�lters pixels within shadow masks that are inconsistent with the
light positions.

Edge Lengths Edge Weights (Ours)

Figure 3: Effect of using the edge weight, Equation (7), over edge
lengths: Especially for very shallow and textureless regions, the
edge weights lead to a better contour closure.

riety, we use eight templates for the horizontal, vertical and diago-
nal casting directions. Furthermore, we have two templates for fully
lit and shadowed pixels. Each template has a 7 �7 pixels footprint,
see Figure 1. For pixel p under lighting l, we can compare the bi-
nary shadow masks to the ten templates using an L2 error. We write
El p;0, El p;1 for the errors compared to the fully shaded and fully
lit templates and El p;d for the errors compared to the 8 directional
templates. We exclude combinations of l; p where El p;0 is the best
�t, as fully shadowed regions do not contain any information. Ad-
ditionally, the direction of the observed shadow-to-light directions
must be consistent with the position of the light source [RTF� 04],
e.g. light hitting an object from the left side of the camera should
cast a shadow to the right side of the object on screen. This consis-
tency requirement allows �ltering shadow-to-light transitions. We
encode exclusions of completely dark pixels and inconsistent tran-
sition directions through binary weights wl p;d 2 f0;1g and calcu-
late the contour scores

b(s)
p;d =

å l wl p;d � s
�
(El p;1 � E l p;d)=b

�

å l wl p;d
2 [0;1] (1)

for each direction d 2 N and pixel p. The sigmoid function
s smoothly transitions between 0 and 1, depending on whether
El p;1 > E l p;d, i.e. whether the shadow mask data agrees more with
a shadow-to-light transition or a fully lit (non-contour) pixel. The
binary weights are crucial to obtain a clear contour detection from
shadow masks and hence a good segmentation, see Figure 2.

3.1.2. Image Features

While shadow-to-light transitions are strong indicators for object
contours, they can fail, especially for shallow transitions. To in-
crease robustness, we improve the contour detection pipeline from

the poster [HZ24] by taking albedo and normals into consideration
since an abrupt change in surface colour (albedo) or orientation
(normals) can also be indicative of an object contour. As with the
shadow hints, we want to link this change with a direction on the
screen. Given pixel-wise feature vectors fp like albedo or normals,
we apply a Sobel �lter to calculate image gradients Jp(f). As for
the shadow masks, we calculate scores for the eight directions as

b(f)
p;d = 1 � exp

 

�
kJp(f) � edk2

b

!

2 [0;1] (2)

where ed are the unit vectors for the eight directions d used for the
shadows. Similar to [RKB04], we determine

b :=
1

jPj å
p2P

kJp(f)k 2
F (3)

through the Frobenius norm k � kF of the gradient from the feature
distribution itself. For multiple features f1; :::; fn, we use

b(f)
p;d = 1 � exp

 

�
1
n

n

å
i=1

kJp(f i) � edk2

bi

!

2 [0;1] : (4)

where the bi are calculated for each feature individually using
Equation (3). In all our experiments, we use RGB albedo and sur-
face normals as features.

3.1.3. Combining Shadows and Features

Since both b(s)
p;d and b(f)p;d are in [0;1], we treat them as probabilities

and obtain a combined score bp;d by multiplying them, i.e.

bp;d := b (s)
p;d � b(f)

p;d : (5)

Multiplying both suppresses false positives when only one score is
high, or the contour directions are not correlated and lead to a much
better signal-to-noise ratio, see Figure 4.

3.2. Subpixel Delaunay Triangulation

To extract thin contours from the scores bp;d, we de�ne

gp := max
d2N

bp;d qp := argmaxd2N bp;d (6)

as contour strength and direction. We then apply non-maximum
suppression on gp in the direction of qp and double threshold-
ing [Can86]. Furthermore, we re�ne the location of each contour
point by employing a quadratic �t to locate the subpixel positions
of the maxima in gp. This yields smoother outlines and moves max-
ima away from pixel centres, i.e. pixels are unambiguously within
one segment. The maxima are then connected through a Delaunay
triangulation (see e.g. [AKL13]). Since the Delaunay triangulation
uses the convex hull of the edge points, some triangles may cover
the image background. We complete our shift from the pixel to the
triangle domain by removing these triangles.

3.3. Segmentation

By switching from the pixel grid to a Delaunay triangulation of
the contour points, we already achieve some clustering as the num-
ber of triangles is smaller than the number of pixels. Through our
segmentation algorithm, we want to further coarsen this clustering




