Multi-Criteria Optimization of Distributed
Real-Time Network Topologies

Abstract—Communication needs in avionics and transporta-
tion have radically changed over the recent years. Traditionally,
the underlying hard real-time networks were designed in a
centralized way, focusing on redundancy and isolation. Today,
real-time communication is ubiquitous, from large airplanes to
small vehicles. The associated networks must support a wide
range of applications, and large amounts of data. Centralized
approaches from the avionics domain, e.g., AFDX, are too costly,
too heavyweight, and not flexible enough for these applications.

In this paper we explore a new distributed network archi-
tecture designed to support jumbo airliners, but also small
aircraft and drones. Communication redundancy is achieved
using redundant paths, which have to be adapted and optimized
to the application. The main challenge then is to build an
optimized network configuration ensuring safety, fault tolerance,
timing, and performance of both critical, and non-critical com-
munication. Minimizing volume and weight of the equipment
is also mandatory. Since the solution space is too large to be
explored in reasonable time, we propose a genetic algorithm.
Our experiments show that our algorithm converges quickly and
offers solutions of excellent quality. The computed solutions are in
the top 2% among the best solutions obtained using an exhaustive
exploration. Our approach thus enables system engineers to
quickly explore and choose very good solution for there systems.

Index Terms—Critical Real-Time Systems, Network Topology
Optimization, Genetic Algorithms, Fault Tolerance, Worst-Case
Transition Time, Pareto Front Ranking

I. INTRODUCTION

In recent years, communication needs of critical hard real-
time systems have radically changed. For instance, large
airplane networks are traditionally based on the centralized
AFDX technology. Such equipment has to accommodate for
large, heavy, and expensive switches. But today, real-time
communication has become ubiquitous in all kinds of ve-
hicles, ranging from connected drones, cars, helicopters to
large airliners. These systems usually impose constraints on
volume and weight of the network equipment. In parallel,
expectations in the traveling range of theses vehicles increases
steadily, imposing constraints on energy and fuel consumption,
thus requiring lightweight networks. Networks technology also
needs to be flexible in order to be applicable in a wide range
of applications, including more and more critical applications
such as connected and autonomous systems. Networks must
also cope with a large data volume and non-critical commu-
nication, e.g., to monitor/optimize the system.

It is difficult to satisfy all those constraints using traditional
network technology, notably AFDX in avionics, which is based
on the star topology. End-systems are directly connected to one
of these centralized switches using direct links. Redundancy

is achieved by duplicating the switches and all the links
to/from them. This results in voluminous and heavy network
equipment due to the large number of links and ports at
the centralized switches. AFDX networks are thus mainly
deployed in large airliners, e.g., Airbus A350 and A380.

In this paper we propose an alternative distributed network
architecture, where each end-system is equipped with a small
switch based on a simple commutation table. Since the number
of ports is limited, a meshed network topology is required.
Redundancy in this network architecture is not achieved by
duplicating links and switches, but by sending messages along
redundant paths that do not share physical links. The redundant
paths and the actual mesh topology depend on the specific
needs of the overall system. Thus, they have to be adapted
for each application scenario. In this paper we present a
genetic algorithm to produce a good network configuration
for a given application scenario. Such a configuration has to
satisfy: timing of real-time communication (deadlines), fault
tolerance of critical communication (number of disjoint paths),
network equipment size (number of ports), as well as volume
and weight of the network (cables and switches).

Our genetic algorithm explores the huge space of potential
network topologies and configurations, while tracking the
quality of the solutions. Solutions are classified as either
valid (satisfying all of the above constraints) or invalid (at
least one constraint is not yet satisfied). Invalid solutions are
accepted so that the entire search space can be explored. Both
kinds of solutions are evaluated according to scores, one for
each constraint. Scores indicates how far invalid solutions
are from satisfying the constraint and by how much valid
solutions exceed the target constraints. This allows us to limit
the exploration of solutions that exceed the objectives and
are often not interesting for the system engineers. During
the different phases of the algorithm, solutions are ranked
according to a modified Pareto dominance based on the scores
related to these four constraints. In addition a unified global
score is used to favor interesting solutions. The algorithm
thus performs a multi-criteria optimization that yields a set
of diverse and good solutions.

Experiments show that our genetic algorithm converges fast
under the condition that the mutation phase is optimized by
heuristically applying a complex sequence of simple mutation
steps. While this does not allow us to attain additional so-
lutions, it is unlikely that precisely this sequence is applied.
The quality of the valid solutions produced by the genetic
algorithm are within the top 2% of the valid solutions obtained
from an exhaustive brute-force exploration on small networks.



In addition, experiments show that the genetic algorithm scales
well and consistently delivers good solutions for industry-scale
avionics scenarios and randomly generated scenarios.

The remainder of the paper is structured as follows. Sec-
tion provides background on the different tools (genetic
algorithm, timing computation etc.) used in our approach. Sec-
tion[[llland [IV]formalize the problem and present our solution.
Evaluation is performed in Section before discussing the
related work in Section and conclusion.

II. BACKGROUND
A. Trajectory Approach

The trajectory approach, as described by Martin et al. [1]]
and later corrected by Bauer [2], consists in computing a pes-
simistic bound of the Worst-Case Transmission Time (WCTT)
of communication in a real-time network. The approach relies
on a set of periodic real-time flows (characterized by a path
from their source end-system to their destination in the net-
work), the bandwidth needs (frame size, period), and relative
deadline of flows. A flow is represents a sequence of data
transmissions, which is regrouped into frames. The frames
travel through the network using a static commutation method
along the flow’s path. The aim is to determine whether the
flows’ transmissions are always completed within their relative
deadlines, since the system’s safety is only guaranteed when
all flows satisfy their deadlines.

The approach recursively follows the path of each real-
time flow backwards starting from the destination. Whenever
a new switch is visited while descending in the recursion,
the approach determines the set of potential other flows that
might delay the studied flow. It then starts another level of
recursion to analyze the timing behavior of these interfering
flows. While ascending from the recursion, the approach visits
the switches along the various paths of the various flows from
their source to their destination. Each time a new switch is
visited, the timing information computed by the recursion is
used to bound the interference at the current switch. Then
timing information is propagated further along the flow’s path.
When the recursion finishes, the resulting value corresponds
to the worst-case transmission time.

Due to its nested recursions, the approach discovers all
potential sources of interference, which might directly or
indirectly delay the studied flow. However, the approach was
designed for the centralized AFDX networks, which have a
rather simple structure (e.g., flows may only cross paths once).
We adapt the approach by Bauer [2] to cope with more general
network architectures. Notably, we are able to handle paths of
flows that possibly intersect multiple times. In addition, flows
may have multiple destinations in our model.

B. Computation of Disjoint Paths

The computation of disjoint paths is performed using an
adaption of the Ford-Fulkerson algorithm [3]]. It allows to solve
the maximum-flow problem (Max-Flow/Min-Cut) in weighted
directed graphs, where edges have a fixed capacity. The
original algorithm iteratively calculates a path that maximizes

(a) Original topology graph.

(b) Transformed flow graph.

Figure 1: Graph transformation to compute disjoint paths.

the capacity between a source switch and a destination switch
in the graph using a breath-first traversal (BFS). The algorithm
then removes this maximum capacity from all links along the
path during a depth-first traversal (DFS). The resulting graph
is called a residual graph, which is used in the next iterations
of the algorithm. The algorithm stops when no new path can
be found with a non-zero capacity by the BFS traversal.

In our case we model the network as a directed graph,
where each end-systems corresponds to a single switch and
each switch to a pair of input and output switches. The bi-
directional links between switches/end-systems are represented
as pairs of edges (one in each direction). In addition an edge
between the input and output switches of every switch is
inserted. All edges have a capacity of 1, except the edge from
the source switch: the capacity of this edge is given by the
number of disjoint paths that are required, i.e., the number of
faults tolerated. Figure [I] shows an initial graph (a) and the
corresponding directed graph (b) on which the disjoint paths
are computed. In this example, switch s; is the source of a
flow and s3 the destination. The weight of the out-going link
of the flow’s source, 2 for link (s1, s}) in the example, allows
to control the number of disjoint paths.

We then run a modified version of the Ford-Fulkerson
algorithm on this directed graph, where the BFS traversal
is randomized. For the genetic algorithm this randomization
allows us to explore different sets of n disjoint paths during
the DFS traversal. Note that the algorithm is guaranteed to
find n disjoint paths, if they exist, due to its iterative nature.
If the considered network topology does not offer n disjoint
paths (e.g., if the number of links is too small) the algorithm
finds the maximum number of possible disjoint paths.

C. Genetic Algorithms

Genetic algorithms [4] aim to solve complex optimization
problems that cannot be solved (optimally) in reasonable time.
They are based on the principle of evolution, with a population
that evolves over generations. The population is composed of
individuals, which are described by traits (parameters and vari-
ables). Some of these traits are transmitted to new individuals
during the reproduction stage. Each new generation is derived
from individuals of the previous generation by reproduction,
cloning, or mutation. Reproduction consists often in producing
a new individual from the best traits of two parent individuals.
Cloning consists in reproducing an individual identically, in
order to keep the best individuals from one generation to



the next and avoid regression. Mutation consists in randomly
modifying traits of an individual. After reproduction, the
individuals of the new generation are ranked through a fitness
score, which measures the individuals’ quality depending on
their traits. There are several ranking methods among which
we select Pareto front ranking discussed in the next section.
The fittest best individuals are then selected for the following
generation. Applying this strategy several times usually leads
to improved fitness over time and eventually a satisfactory, but
not necessarily optimal, solution to the underlying problem.
Our genetic algorithm will be presented in Section

D. Pareto Frontier ranking

Our optimization problem combines multiple objectives
(cost of the topology, fault tolerance, worst-case communica-
tion costs, ...). Consequently we need to classify the solutions
in layers, based on the idea of Pareto frontiers [3]. In multi-
objective optimization the Pareto frontier represents the set
of solutions that are not dominated by any other solution in
terms of any characteristics (i.e. score of any of its objective
functions). We apply this idea iteratively, placing solutions of
the Pareto frontier into the first layer. In the next iteration,
a new Pareto frontier is computed, ignoring those solutions
that have already been placed into a layer. The solutions
from the i-th Pareto frontier are consequently placed into
the i-th level. During the genetic algorithm the solutions in
lower layers are considered fitter and thus favored during
reproduction. The advantage of this technique is that a larger
variety of solutions with good characteristics is considered
for reproduction, allowing an engineer to select the solutions
providing the best trade-off [5].

III. PROBLEM DEFINITION

We consider a system consisting of fixed number of switches
and a predefined set of real-time flows. Based on the character-
istics of the switches and flows we aim to compute a topology
connecting the switches and paths for each real-time flow —
such that all the constraints from the introduction are satisfied.

A. Input Parameters

More formally the input parameters are as follows:

o S is the set of switches, with |S| = K and s € S is
a switch. Every switches is connected to a single end
system. This is notably true in terms of the bandwidth B,
which is identical across all switches/links.

« V represents the set of flows, with |V| = N. The i-th flow
Vi € V, 1 € |0, N|, is specified as a tuple V; = {T;, L;,
D;, F;, F;, Source;, Destinations;}, representing the
transmission period of the flow’s frames, the maximum
frame size, the relative deadline, the minimal/maximal
number of link and switch failures tolerable for the flow
respectively. Source; € S and Destinations; C S in-
dicate a source switch and possibly multiple destinations
switches of the flow.

« W: S8 — NT, representing the maximum number of
links that can be connected to a switch s € S.

Figure 2: Network topology with a flow having 3 disjoint paths

e Mcoonstr ©8 xS x {T,L}, an input matrix specifying
inclusion/exclusion constraints on links within the topol-
ogy, i.e., an entry (s,s’, T) € Mconstr indicates that the
link from s to s’ has to be included in the final topology,
while (s,s’, L) € Mconstr indicates that the link should
never be considered for the final topology.

e Cost: S xS — R is a user-defined function estimating
deployment costs of a given network topology.

B. Output Variables

The optimization procedure is then expected to produce the
following outputs:

e M C 8§ xS the network topology, (u,v) € M if there is

a link between u and v.

o Path; 4 represents the disjoint paths of flow V;, i €
[1, N], d € Destinations;, where a path is a sequence of
switches (s1, S2,...,s) that the frames of the flow will
traverse. Note that these sets of paths allows, ultimately,
to automatically derive commutation tables that can be
used to configure the switches.

o C; designates the worst-case transmission time (WCTT)
of a flow V;, i € [1, N].

Figure [J] gives an example of a network made of five
switches (s1,...,s5) and seven links (eq,...,er). The three
coloured arrows indicate the three disjoint paths of a flow with
its source switch s, and destination switch s3.

C. Definition of the Main Objectives

The objective is to integrate critical real-time networks
obtained from our optimization algorithm in size- and weight-
constrained vehicles. The optimization algorithm thus should
provide safe and good solutions, where a solution is a set of
values assigned to the output variables defined above. One
goal is thus to satisfy safety-relevant constraints concerning
the transmission delays and fault tolerance. Another goal is to
be able to actually deploy the physical network of a solution
in the vehicle, i.e., size, weight, or energy constraints have
to be satisfied. These are hard constraints, i.e., solutions that
satisfy these constraints are viable. Solutions that violate any
of these constraints cannot be deployed.

In addition to those hard constraints, we define secondary
objectives, which do not impact a solutions viability. For
example, it is preferable to minimise the number of links in
the network, similarly it is beneficial to continue minimizing
the transmission times even when all flows already meet their
deadlines. This provides a second axis of comparison after



compliance with the constraints. Hence, once a solution is
viable, it can continue to be altered in order to be improved.

Our optimization algorithm considers the following hard
constraints: H1) the number of links per switch is limited
to W, H2) every flow V; must tolerate the specified number
of failures F;, H3) every flow V; must have a worst-case
transmission time bound (C;) smaller than its deadline D;,
H4) the topology produced must respect the user-specified
inclusion/exclusion of links (M¢constr), HS) every paths must
start at the source and end at one of the destinations of the
associated flow, and all links must exist in the topology M.

H1) Link Constraint: Switches are, naturally, limited in
the number links that can physically be plugged in. To comply
with this hardware constraint, a solution should satisfy:

Vs € S: deg(s) < W(s), (1)
where deg(s) = [{(u,v)|(u,v) € M A(u=sVv=s)}.

H2) Fault Tolerance Constraint: Each flow 7 is associated
with a parameter Fj, which indicates how the minimum
number switch and/or link failures that the flow has to be able
to tolerate, it is also associated with the F; parameter, which
indicates the maximum number of failures to be tolerated..
For non-critical flows theses parameters might be 1 since it is
acceptable that data of a non-critical flow be lost on a single
failure. For critical flows on the other hand the value of Fj
will usually have higher values for this parameters, e.g., for
instance, 3 in avionics applications.

In our distributed network architecture fault tolerance is
achieved by routing the frames of a flow along disjoint
paths. We assume a dedicated failure protection mecha-
nism on the network interface between the end system and
source/destination switches of a flow (e.g., though redundancy
within the network interface). A viable solution has to satisfy:

Vi € [1, N],d € Destinations;: |Path; 4| € [F;, F;]. (2)

H3) Worst-Case Transmission Time Constraint: Real-
time flows are associated with a relative deadline D;, which
indicates an upper bound of the WCTT of any frame that
cannot be exceeded. We thus require from any viable solution:

C; < D,. 3)

H4) Topology Constraint: In certain situations it might
be desirable, or even necessary, to enforce certain choices in
terms of the topology, which can be expressed through the
input parameter Mconstr:

V(s,s, T) € Mconstr: (s,8') € M 4)
V(s,8', L) € Moonstr: (s,8) ¢ M. Q)
H5) Path Constraint: Finally, a solution is only viable

when all paths associated with the flows are correctly formed
and disjoint when leading to the same destination:

Vi € [1, N],d € Destinations;, (s1,...,8k) € Path; 4:
s1 = Source; A\ s, =d N (6)
Vi e 1,k[: (sj,sj4+1) € M and

Vp1,p2 € Path;a,pr # p2: pr N p2 = {Source;, d}.  (7)

We also define secondary objectives, which should be min-
imized/maximized. Optimizing those objectives may improve
the quality of a solution, but has not impact on viability.

S1) Deployment Cost Objective: Since the objective is
to deploy the network represented by a solution in size- and
weight-constrained vehicles, the solutions should minimize a
user-defined cost function:

min. Cost(M). (8)

The cost function may capture, for instance, the weight of
the cabling or take into considerations the space in cable trays.
A concrete example, could, for instance, be simply counting
the number of links of the network:

Cost(M) = |M| 9

S2) Fault Tolerance Objective: The idea behind this
objective is to provide better fault tolerance than required by
hard constraint H2 (which imposes a hard upper limit):

Vi € [1,N],d € Destinations;: max. |Path; q]. (10)

S3) Worst-Case Transmission Time Objective: It is
always beneficial to further reduce the WCTT of flows,
even when all flows already respect their deadlines (cf. hard
constraint H3). This might allow to reduce hardware over-
head, since smaller WCTTs often also lead to smaller buffer
requirements at the switches. Solutions should minimize:

Vi € [1,N]: min. |C}]. (11)

D. Ranking Strategies for Multi-Criteria Optimization

The problem defined above clearly falls in the domain of
multi-criteria optimization and thus allows to strike different
trade-offs between the various scores in order to rank different
solutions. The most common, and also the most trivial, ranking
option is the computation of a (weighted) average over all
scores of a solution, where the weights indicate the importance
one wants to give to the various scores during optimization.
Another option is a ranking based on layered Pareto fronts,
as outlined in Section This solution is particularly
interesting for our optimization problem, since it allows to
identify a diverse set of good solutions from which an engineer
may chose the one that is best suited for his/her application.

IV. GENETIC ALGORITHM

There are different options to model the above optimization
problem. However, due to the complex nature of certain
constraints, notably H2 and H3, and all secondary objectives,
it is not feasible to compute an optimal solution in reasonable
time using standard optimization approaches, such as con-
straint programming. We thus propose to combine a genetic
optimization algorithm [4] with randomized heuristics that are
tuned for the specific needs of the problem presented above.

As usual in genetic algorithms, a set of PL individuals
represents a population, where an individual corresponds to
a solutions (viable or not) as introduced in Section The
population evolves through a series of generations by eliminat-
ing weak individuals and adding new individuals via mutation,



Algorithm 1 Genetic Algorithm Steps

Imput: S, V, W, M¢onstr, Cost, CL, GL, PL, LB
Output: Population (the set of viable rank 0 individuals)

1: Population <+ Initialization(S,V, Mconstr, M, PL)
2: Disjoint Paths(Population, V)

3: WCTTComputation(Population, V)

4: Scoring(Population, V, W, Mconstr, Cost, LB)

5: Rank(Population)

6: while ConvergCondition(Population, CL,GL) do
7: Prout < Mutation(Population, S)

8: P.ro < Crossover(Population)

9: P < Cloning(Population)

10: Population < Pyt U Pero U Peo

11: Disjoint Paths(Population, V)

12: W CTTComputation(Population, V)

13: Scoring(Population, V, W, Mconstr, Cost, LB)
14: Rank(Population)

15: Population + Selection(Population, PL)
16: end while
17: return rank O individuals from Population

crossover, cloning (Lines [7} [0), and selection (Line [I3)) as
illustrated by Algorithm (I} The algorithm terminates either
when the scores of the best individuals of the population
stagnates for a preset number of iterations (input parameter
CL) or when a maximum number of generations (parameter
GL) has been reached (cf. ConvergCondition on Line [6).
In the following subsections we will first present the overall
optimization strategy of our algorithm. We then discuss how
individuals are represented (or encoded) and how we obtain an
initial population. Then, we will discuss how the constraints
and secondary objectives are captured using numerical scores.
Finally, we will discuss the interaction with other algorithms
and heuristics in order to rank and produce new individuals.

A. Optimization Strategy

As indicated above, the problem defined in Section is
not amenable to optimal approaches due to its large state
space. The large state space is also a challenge for a genetic
algorithm. It is thus important that the optimization strategy
finds a balance between solution quality and efficiency.

As a first choice, the reproduction phase of the genetic algo-
rithm (mutation, crossover) focuses on the network topology
only. The disjoint paths of the flows are then computed using a
randomized heuristic Disjoint Paths (Lines [2]and [TT)), which
has been introduced in Section[[[-Bl Indeed there is an intrinsic
connection between the flows’ paths and the network topology.
Either the topology is defined first, giving rise to the paths, or
inversely, the paths are derived first, giving rise to the topology.
The search space for the latter option is, however, too large and
does not allow the genetic algorithm to explore a sufficiently
large portion of the search space to find good solutions. Note
that, in theory, this does not change the expressiveness of the
genetic algorithm, i.e., in principle all solutions attainable in
one approach are also reachable in the other. In practice this
is not entirely true, as highlighted by our experiments.

B. Population Encoding

The optimization strategy clearly shows that the central
property of the individuals is the network topology (output
variable M in Section [[II-B)), while all other output vari-
ables (Path; 4 and C;) are derived using dedicated heuris-
tics/algorithms. Individuals also store within them the various
scores assigned to them (see Section [[V-F).

The representation of individuals in a data structure is other-
wise straightforward, i.e., an individual is a record containing
several maps holding the information of the various output
variables and utilities data. Optimization of the data structure,
e.g., to reduce the memory footprint, were also not necessary.

C. Initial Population

The initial population (Line [1) can either be constructed by
computing a set of random topologies or from a user-provided
seed topology. The latter is attractive when trying to improve
existing network configurations and usually allows the genetic
algorithm to converge faster. Once these initial topologies
have been obtained, the other properties of the population are
computed and a ranking is established (Lines [2} [5).

D. Reproduction

Reproduction of new individuals from one generation to
another follows three steps (Line [7} [9), which are independent
from each other and thus may be executed concurrently:

a) Mutation: A new individual can be derived from an
existing individual by applying at least one of the following
mutations on the individual’s topology (M):

« Randomly adding/removing a new/existing edge in M.

« Randomly switching a pair of edges by removing edges
(u,v), (u',v") € M and adding (u,v’), (v',v) to M.

o Targeted edge addition, which adds an edge (u,v) to M
for switches with a low degree, i.e., deg(u) < W (u) and
deg(v) < W (v) (cf. hard constraint H1).

o Targeted edge removal, which removes an edge (u,v)
from M for switches with a high degree, i.e., deg(u) >
W (u) and deg(v) > W (v) (cf. hard constraint H1).

b) Crossover: During crossover a new individual is
derived from two parent individuals. Parent individuals with a
higher rank are favored. As explained in Section[IV-Al only the
parent network topologies M, and M, are considered during
crossover. The topology M’ of the new individual is then
simply derived by considering all possible pairs of switches
u,v € § and deciding whether to include the edge (u,v) in
M’ by testing randomly whether the edge exists in M, or Mj,.

c) Cloning: Finally, the best individuals of the popula-
tion are cloned and preserved for the next generation. This
avoids regression wrt. good individuals already found.

The next generation is finally obtained by unifying the indi-
viduals obtained from each of these reproduction techniques.
E. Heuristics and Specialized Algorithms

Once a the network topologies of the population are deter-

mined (see Sections and [IV-DJ)), we apply two algorithms
to the population to prepare for scoring and ranking.



First, we invoke a randomized heuristic to compute the
disjoint paths for each real-time flow (Disjoint Paths, Line
and [IT). The heuristic is based on the algorithm of Ford-
Fulkerson as introduced in Section [II-B} which is invoked for
each flow V; € V. The heuristic takes an input parameter that
allows to control the number of disjoint paths required. The
value of this parameter is chosen randomly in a range defined

by the flow’s parameters: [F}, F;].

Next, we determine the WCTT of each real-time flow
(WCTTComputation, Line [3] and [I2). In our case we adapt
the trajectory approach (Section [[I-A). However, any other

approach, such as network calculus [[6], could also be used.

F. Scoring and Ranking

The optimization criteria specified in Section [III| is not im-
mediately amenable to optimization using a genetic algorithm.
This is notably true with the hard constraints, since it would
be difficult to ensure that only viable solutions are computed
at all times. We thus also have to admit individuals that are
(temporarily) not viable in order to be able to explore the large
state space and hopefully find relevant seed individuals that
reunite traits that will eventually lead to good viable solutions.

We thus encode the hard constraints as well as the secondary
objectives as numerical scores using the scheme illustrated in
Figure 3] This function consists of three distinct segments.
The left-most segment (purple) indicates solutions that are
far from being viable, while the rapidly rising segment (red)
represents solutions that are not viable, but partially satisfy a
given constraint/objective. The solution in those cases would
not be viable and the scores in the range from [—1,0[. Viable
solutions may still continue to be optimized as indicated by the
slowly rising segment (green), which are assigned a positive
score in the range [0, LB], where LB indicates a predefined
upper bound of the score. The idea of this approach is to
allow, on the one hand, the genetic algorithm to explore a
larger search space considering non-viable solutions, while, at
the same time, automatically tending towards viable solutions,
due to the shape of the rapidly rising segment (red). It also
allows to over-fulfill requirements to some extend (up to LB).

Equation provides the complete formula related to the
fault tolerance of flows, which is characterized by the number
of disjoint paths. The function in this cases coves both, hard
constraint H2 and the secondary objective S2:

evaluated characteristic

1 -l score

Figure 3: Representation of the evolution of a score according
to the evaluated characteristic

.2 )
L = if 2 € [0, K|
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where x = |Path; 4|, d € Desitinations;, and LB is the

predefined upper bound of the score (see above).

We define such formulas, which always follow the same
pattern (possibly mirrored and/or shifted), for hard constraint
HI as well as the pairs of constraints and secondary objectives
H2/S2 and H3/S3. Hard constraints H4 and HS5 are not
encoded as a numeric score. The heuristic (Section to
compute disjoint paths for H5 always computes well-formed
paths by definition — if such paths exist. The number of
disjoint paths is then captured by the numerical score encoding
H2/S2. Hard constraint H4 is respected at all times, notably
during the mutation and crossover, since the genetic algorithm
would never benefit from exploring solutions that violate this
constraint. Finally, secondary objective S1, representing a user-
defined cost function, is considered as an additional score.

The approach from above yields a large number of numer-
ical scores, each capturing a hard constraint and/or secondary
objective for a particular trait of an individual. Some of those
scores are related, e.g., the various scores I'T; 4, covering the
different paths of a flow, refer to the same type of traits. We
consider that such related scores are equally important and thus
combine all of them into a single numeric score by averaging.

2 vdeDestinations; I Li,d
|Destinations;|

N

We also average the numeric scores introduced above for
H1, H2/S2, and H3/S3. This reduces the number of individual
scores to be considered in the Pareto ranking discussed next.

An important aspect of this averaging is that we wish to
obtain a negative score if some individual score is negative,
which indicates that a hard constraint is not satisfied and the
individual is not viable. The LB parameter consequently has
to be chose in such a way that it can never offset a negative
score in the average. This is always possible, since the number
of scores over which the average needs to be computed is
usually small and bounded, i.e., by the number of switches,
the number of flows, and certain flow parameters (F;). The
accumulation of positive scores is thus bounded too.

1) Ranking: The score functions are used to produce a
Pareto front ranking, where a lower rank indicates a better indi-
vidual. The ranking is based on the numeric scores, for which
an individual with a higher score indicates a better solution.
In this paper, three modifications are made to classical Pareto
ranking in order to improve the evolution of the population:

ZWE[LN]

12)

« Viable individuals are prioritized by introducing a sepa-
rate binary score (1 or 0), which distinguishes viable from
non-viable individuals. Consequently, non-viable individ-
uals cannot dominate viable individual in the ranking.



« Individuals are sometimes placed in a lower (better) rank.
We do this when an individual originally in rank R has a
larger distance, wrt. the coordinate system defined by the
vector of scores, than the average distance in rank R — 1.

o Conversely, individuals may move to a higher (worse)
rank, when an individual originally in rank R has a lower
distance than the average distance of rank R + 1.

The scores and Pareto rank finally serve as the basis to select
individuals that should be preserved for the next generation.

G. Selection

An important aspect of genetic algorithms is managing the
population size (Selection, Line [I5). We adopt a strategy.
which is sometimes called elitism [[7]], and consists in choosing
the individuals that will be preserved for the next iteration of
the algorithm and thus enter in the following reproduction
stage (Line [7} [9). In a first step identical individuals are
deleted to keep only a single copy. Then the best individuals
are selected based on the Pareto rank: individuals are sorted
using a lexicographical order by rank and average score, and,
finally, only the first PL solutions are selected. The idea is to
limit the population size to the user-defined threshold PL, but
at the same time find a balance between the diversity in the
population and the preservation of individuals with top scores.

V. EXPERIMENTS

In this part, we will present a set of experiments that
we have conducted using several thousand executions of our
algorithm to show the ability of our approach to provide good
results, in a consistent way. All this while allowing for scaling
to provide solutions to complex problems.

Our experiments were performed on an unloaded machine
with an AMD Ryzen ThreadRipper 3960X 24-core CPU,
running at a frequency of 3.8 GHz when running a parallel
load and a 4.5 GHz boost. It is equipped with 256 GB of
DDRS5 5600 MHz and a 2TB M.2 NVMe SSD. The machine
runs Ubuntu 22.04 LTS. The genetic algorithm and its data
structures are implemented in Python. Expensive computation
steps are optimized using NumPyE] (i.e., using its matrix,
array, and dictionary data structures) and parallelized using
the Pathos multiprocessing library

For the following experiments, the input parameters were
as follows. The population limit, convergence limit, and max-
imum iteration limit were set to PL = 80, CL = 15,
and GL := 200 respectively. These numbers appeared to
provide a good compromise in convergence, solution quality,
and computation time in preliminary experiments. The score
limit was chosen to be small in order to prevent positive scores
from offsetting negative scores, LB =1 X 106, Finally, the
number of links for switches was chosen based on a prototype
implementation of a distributed switch by an industrial partner:
W (s) := 3. Finally, the user-defined cost score was chosen to
minimize the number of links (see Equation [I3).

Uhttps: / /numpy.org/
Zhttps: / /pathos.readthedocs.io/

In this section, we will first demonstrate the quality of the
solutions produced by our approach by comparing the result
of 1000 executions with the results from an exhaustive search.
We will then investigate the ability of our approach to scale up
in terms of performance and the quality of the solutions. To
this end, we compare solution quality and computation time as
problem size increases. Finally, we will evaluate the impact of
our Pareto front ranking on the evolution of populations and
their convergence towards good solutions.

A. Exhaustive Algorithm

We start by comparing the solution quality of our genetic
algorithm with the solutions obtained through an exhaustive
search algorithm. The main problem in implementing such an
exhaustive multi-criteria optimization algorithm is the com-
putational complexity, resulting from the large number of
parameters. To compute results in a reasonable time, we first
limited the number of switches and flows (|S| = V| = 8).
All flows are unicast (|Desitinations;| = 1). Destinations
are offset by 3 with respect to the flow source (for example,
if the source switch is 2, the destination switch is 5). with a
fault tolerance requirement of 3 (F; = F; = 3). In this sub-
section, other flow characteristics are not used. In addition,
each switch is at least a source and a destination of a flow. In
a second step, we reduced the number of possible topologies
by limiting the number of links per switch (W (s) = 3). Since
the number of links is limited to 3 and each flow requires
a fault tolerance of 3 the number of all switches have to be
equal to 3 for all viable topologies. This reduces the number
of relevant topologies, which have to be studied, by 99.99%.

However, the number of topologies is still too high. We
thus define a special cost function modeling cable lengths
between main network hubs of an aircraft (see Figure [8| from
the Appendix), i.e., cockpit (1 hub), center (1), engines (4),
rear (2) as follows:

0 57 82 57 82 64 122 122

57 0 25 8 100 60 118 118

82 25 0 110 135 85 143 143
o | 57 8 110 0 25 60 118 118
o 82 100 135 25 O 85 143 143

64 60 8 60 8 0 58 58

122 118 143 118 143 58 O 26

122 118 143 118 143 58 26 O
Cost(M) = > Clu][v] (13)

u,veM

We (artificially) limit this cost function to 1000, which
allows us to quickly eliminate network topologies during the
exhaustive search. At the same time the search space for the
genetic algorithm is not significantly reduced. In the end, this
limits the total number of topologies to be considered to 4, 062,
which have to be explored by the exhaustive search.

Finally, the search algorithm computes all possible solutions
and evaluates them using a simplified scoring function wrt. that
from Section [V-H This still results in more than 6.5 billions
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Figure 4: Number of viable solutions (log. scale) generated by
the exhaustive (blue) and genetic algorithm (red) by score.

different solutions (viable and non-viable). The scoring func-
tion approximates the WCTT by the number of hops, since
it is computationally infeasible to apply the actual trajectory
approach to all those solutions. The number of combinations
of flows and paths is still too high.

Figure [] depicts in blue color the distribution of viable
configurations produced by the exhaustive search. Notice the
large volume of viable configurations (more than 107) and the
presence of a gap between two sets of configurations (plain
vs. hatched bars). While the solutions in these two peaks are
based on the same set of topologies, the differences reside in
the set of disjoint paths of the flows and the number of hops
(approximating the WCTT) on the paths.

We submitted the same problem 1000 times to our genetic
algorithm, in order to demonstrate its consistency and evaluate
the impact of the simplifications and randomization in the
genetic algorithm. The results are shown in Figure 4] where
the red bars indicate the viable solutions found by the genetic
algorithm over all runs. The red area is much smaller, which
indicates that the genetic algorithm only explored a fraction
of the viable solutions. Note that the non-viable solutions are
not shown, which for both algorithms represent a considerable
number of solutions. The genetic algorithm is nevertheless
able to quickly find good solutions in the left peak of viable
solutions computed by the exhaustive search.

The gap between the results of our implementation and the
best solutions visually appears to be large in the figure. The
genetic algorithm apparently was not able to cross the gap
between the two peaks and was stuck in what appears to be
a local optimum. This is not surprising given the size of the
gap. Note additionally that our objective is not necessarily to
find an optimal solution, but a solution in the top k-percentile
of solutions. Also recall that any viable solution satisfies all
constraints and thus by definition is an acceptable solution.

A closer look reveals that the best solutions of the genetic
algorithm were in the top 1.87% of the viable solutions. Even
the worst run of the genetic algorithm produced a solution
that is in the top 2.01% of viable solutions. The number of
solutions in the left peak is much larger, due to the logarithmic
scale. This proves that our implementation actually obtains
high quality results consistently across runs.

A second important difference concerns resource consump-
tion. The exhaustive search took several hours to run (> 36h)

and produced over 750 GB of data. In comparison, a run of the
genetic algorithm took only about 3 minutes on average. The
data produced by each run did not exceed a few megabytes.

B. Impact of Problem Features

In the next experiment we evaluated the sensitivity of
the genetic algorithm to problem features by varying the
number of flows, destinations, switches, and tolerated faults
as depicted by Figure [§] For each setting, i.e., a horizontal
line in the legend of the subfigures, we randomly generated
10 different configurations. In total we thus evaluated 120
problem instances, 10 configurations for 3 - 4 settings. The
flows’ destinations and sources are chosen randomly using a
uniform distribution, the periods and deadlines are fixed at
100 ps, and the maximum frame size of each flow is set at
512 bytes.

a) Solution Quality: The plots at the top (Figure [5a)
show how the average score over all solutions (viable and
not). As expected the average score decreases as feature
sizes increase, due to the larger search space. The number of
tolerated faults has the largest impact, since the limited number
of links at switches (W(s) := 3) forces flows to consider
longer paths. This naturally increases the achievable WCTT
and is even amplified by increased interference between flows.
The number of switches also increases path lengths, leading
to an increase of interference and ultimately worse WCTTs.
Similarly, the number of flows has a negative impact on
interference and therefore WCTT. Finally, the number of
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Figure 5: Impact on the genetic algorithm when varying the
number of flows, destinations, switches, or faults.



destinations has only a limited impact. This is due to the
construction of the topology and the link limit at switches.
This limit forces paths to use a large part of the network,
and thus to cover at least parts of several destinations. Finally,
the more the modification of a feature alters the number of
interference, the higher the impact on scores.

These results can be analysed using the relative variance [§]]
of the computed scores, which allows us to evaluate the
dispersion of the variance of the results. Low dispersion, i.e.,
a value < 1, indicates that the results are homogeneous and
our algorithm consistently produces comparable results. In
our case dispersion varies from 2.88 x 10~% to 5.05 x 10~
with a median of 7.89 x 1075, This reinforces the idea that
the approach provides similar results when scaled up. The
dispersion index increases with the complexity of the problem
to be solved. By only taking batches with characteristics that
greatly increase the number of possibilities, the median relative
variance rises to 6.8 x 1072, Conversely, for cases where the
range of possibilities is smaller, the index decreases.

b) Computation Time: The plots at the bottom (Fig-
ure [5b) show the evolution of execution times. All the features
except the number of destinations have a similar impact on
execution time. For a 300% increase in a feature, the execution
time increases by approximately 350%, i.e. an increase slightly
greater than that of the feature. For the number of destinations
per flow, an increase of around 400% only results in an
average increase of 150%. Scaling up the approach is therefore
feasible, taking into account the increase in execution time due
to the combination of features and the increase in the number
of iterations required to find a viable solution in the context
of a larger search space.

C. Impact of Problem Size

In this experiment we investigate the impact of problem
size over all features. We generated 1000 configurations by
randomly selecting features sizes from the following sets of
parameters using a uniform distribution: number of switches
{8,12}, number of destinations {1,2,3}, number of flows

16 flows
32 flows
64 flows

—— 8 switches
— 12 switches

0 2 4 6 8 10 0 2 4 6 8 10
iterations iterations

1 destination

0 fault
1 fault

~0.20 2 destinations
—— 3 destinations

0 2 4 6 8 10 _0‘250 2 4 6 8 10

iterations iterations

Figure 6: Evolution of scores over iterations and problem size.

{16, 32,64}, and number of tolerable faults {0, 1}. The other
parameters are the same as in the previous experiment.

a) Convergence: Figure [0 shows the evolution of scores
over iterations regrouped by features for all 1000 runs. These
results confirm that convergence degrades with increasing
problem size. The trends observed for the previous experiment
are also confirmed, even when the other features vary.

b) Memory Consumption: The memory consumption for
these 1000 runs is stable after a phase of growth during
the initial iterations. This growth phase is explained by the
increasing population size, which only reaches the imposed
limit (PL) after a few iterations.

D. Impact of the Pareto Ranking

We compared the impact of our Pareto front ranking with the
classic Pareto front ranking. Hence, we ran 1000 executions
with both ranking strategies. All runs were based on networks
with 8 switches and 8 flows, as in Subsection [V-A] In addition,
in this subsection the convergence limit (C'L) and generation
limit (GL) were both increased to 500. The main objective
here is to compare the evolution over generations, we thus
let the algorithm continue for a larger number of iterations
than before. Figure [/| shows the resulting minimum (dashed),
average (solid), and maximum (dotted) scores over iterations,
zooming into the area of the top scores. The green lines
represent the classical ranking strategy, while the blue lines
refer to our ranking.

We observe a faster convergence in terms of the minimum,
average, and maximum scores. The traditional ranking strategy
is then able to narrow this gap in later iterations — notably in
terms of the maximum scores. However, our ranking strategy
still provides considerable improvements in terms of average
scores, which is important since our objective was to provide
a diverse set of good solutions.

E. Future Work

A possible improvement concerns the exploration of disjoint
paths. Currently this is performed using a randomized Ford-
Fulkerson algorithm and is not subject to reproduction within
the genetic algorithm itself. This seems to perform well in
terms of computation time and solution quality, but could be
improved. For instance, it would be interesting to recombine
some or all paths from the parent individuals during crossover

iterations

Figure 7: Impact of the ranking strategy over generations.



in combination with our current approach. This might allow
to improve solution quality while preserving performance.

VI. RELATED WORK

In this paper we proposed to resolve our multi-criteria
optimization problem using a genetic approach. Most of them
are based on NSGA and NSGA-II [9], [10]]. We choose this
last, but others exist. Although less popular, they are still
interesting depending of the problem to solve. We can cite
EA [4] based on a single fitness or VEGA [11] based on
vectors. A comparison of the most knows genetic algorithms
is carried out by Zitzler et al. [7]. Authors conclude that no
family is consistently performing better in all areas, but they
show the importance of elitism in genetic algorithms.

Genetic algorithms are not the only way to optimize multi-
objective problems, we can also cite multi-objective linear
programming and constraint solving.

Sha and al. [12] present a multi-objective linear program-
ming to compute routing tables. It takes into account the
characteristics of real-time networks, as well as network flow
movements, but it does not compute the topology.

Solvers are another way to resolve multi-objectives opti-
mization problems. Reif et al. [13] present a binary solver
to configure AFDX networks. The complexity reduction is
achieved by precomputing paths. This no longer guarantees
access to optimal solutions, but still offers solid results.

One of our genetic algorithm objective is to optimize the
WCTT of the flows using the trajectory approach (TA). TA
was choose because we expected it to be easily adapted to the
constraint of distributed networks with mesh topology (multi-
ple crossing flows, inferences cycles). But there are other ways
to compute the WCTT in an avionic network, such as network
calculus (NC) [6]. It is based on service and arrival functions
to model the traffic of a network, and thus makes possible
to evaluate the waiting time at each switch for each flow.
This ultimately provides a WCTT estimation. A comparison
between NC and TA was carried out by Bauer et al. [14],
showing that TA performs better in general cases. However,
NC is better in situations where the network is lightly loaded.
In addition of NC, there are few other approaches as for
example the holistic approach [[15[], forward analysis [[16], [17],
[18]] or a model-checking-based optimal approach [19].

VII. CONCLUSION

In this paper, we have proposed a complete approach to
produce and optimize the configuration of a distributed avionic
real-time network for critical flows, based on a general mesh
topology instead of the classical star topology. Our approach
produces the topology, paths (commutation tables), ensures
fault tolerance by redundancy (disjoint paths), and performs
a temporal analysis of the WCTT of flows. The presented
approach is based a genetic algorithm with specialized evalu-
ation, reproduction, and mutation functions. Another contribu-
tion resides in our Pareto front ranking. We produce a set of
adaptations that gives a more natural way to classify solutions.
Experiments show the consistency of our approach to quickly
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build a good solution, in the top 2% in our experiments.
These experiments also highlight the enhancement of the
convergence due to our customized Pareto ranking. However,
they also highlight a weakness of our approach regarding
the optimization of disjoint paths. Hence, future work is to
improve our algorithm’s crossover and mutation functions.
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APPENDIX

The cost matrix [13] from Section [V-Al was derived from
relative distances in the following illustration.
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Figure 8: Diagram illustrating distances between major net-
work hubs in an aircraft.
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