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To the little ones, my family, and loved ones.

”Stand your ground
Don’t let the bastards grind you down

Be bold, be strange
Don’t let their fears make you afraid

There’s hope they’ll change”

Machine Head, Catharsis, Bastards (2018)
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Chapter 1

Introduction

Time is an illusion,
Rising from time,

Steep is the mountain which we climb.

Metallica, Garage Days Re-Visited, The Small Hours (1987)

Computer systems are ubiquitous today in virtually everybody’s life. Be it a smartphone in

one’s pocket, a tablet at home, a workstation in the office, or the many embedded systems that

surround us. This latter class of embedded systems represents a surprising number of computer

systems and includes electronics appliances, medical equipment, information displays in public

spaces, control systems in elevators, as well as assistance and entertainment systems in cars,

trains, and airplanes. While we are often not really aware of their presence, those computer

systems often play a vital role and, in fact, represent the vast majority of computer systems de-

ployed today. This is particularly true in terms of the simple number of computer systems. The

number of personal computing devices (laptops, tablets, desktops, and workstations) amounts

to only about 400 million units sold in 2023 [66], where as the number of micro-controllers

used in embedded systems exceeded 31 billion units in 2021 [124]. However, embedded systems

also represent a considerable market value, amounting to about 174 billion dollars for 2020 and

expected to rise to about 235 billion dollars by 2030 [103]. This is considerable, considering for

instance that the global semiconductor market was estimated to around 600 billion dollar for

2021 [91]. Europe, and here in particular France, is an important actor in the embedded systems

market, representing between 22% and 30% of the world market, due to its strong technology

industry, including the automotive and avionics sectors, but also the medical, defense, and space

sectors, as well as a rich ecosystems of software, hardware, and tool suppliers [6, 103].

Cars are a perfect example to illustrate embedded systems. In fact, modern cars usually

contain more than 100 computer systems [38], which are called embedded control units (ECU) in

the automotive domain. Each ECU is responsible for a specific aspect of the car as illustrated

by Figure 1.1. Some ECUs are concerned with entertainment of the passengers (e.g., radio,

music, interaction with the smartphone, . . . ) as well as their comfort (climate control, seat

position, . . . ). Other ECUs are concerned with the car’s powertrain, i.e., controlling the engine,

transmission, differentials, et cetera. Still other ECUs control electrical components, such as

lighting (headlights, brake lights, turn lights, . . . ), electrical windows, and auxiliary power out-

lets. Finally, some ECUs are concerned with the safety of the passengers, which may comprise

1



2 CHAPTER 1. INTRODUCTION

Figure 1.1: Illustration of the various computer systems in a modern car ( electrical subsys-
tem, comfort and entertainment subsystem, safety and assistance subsystem, powertrain
subsystem, communication infrastructure). (Car image source: https://www.vecteezy.com/)

the anti-lock braking system (ABS), airbags, and cameras for advanced driver-assistance sys-

tems (ADAS). All those computer systems are naturally connected through one or sometimes

even several communication networks. Most of those computer systems are not accessible, or

even visible, to passengers, which interact with them only in an indirect fashion, e.g., by setting

the temperature, pressing the button to lower a window, or pushing the accelerator pedal.

While in early cars these user controls where typically mechanical, this is no longer the case

in most modern cars. The accelerator pedal, for instance, today has no mechanical connection to

the engine. Instead, an ECU detects the movement of the pedal and transmits this information

via the on-board communication network to another ECU, that controls the car’s engine and

ultimately translates the commands form the pedal into an acc-/deceleration. This operation

is obviously vital to the proper functioning of the car and may even be critical to the safety of

the passengers inside the car as well as persons outside of the car.

As the previous example illustrates, a malfunction may have severe consequences in some

embedded systems, including severe damage to the respective equipment, natural hazards, or

even the loss of life. Such systems are then called critical systems or also safety-critical systems

and typically have to undergo a much stricter scrutiny in terms of correctness. This process is

often governed by standards, which are tailored to the respective application domain. In the

automotive industry the International Organization for Standardization (ISO) has published

a widely adopted standard, ISO 26262-1:2018. It defines a precise vocabulary of what safety

means in this industry, guidelines on managing safety (planning, processes, documentation,

. . . ), and how to conduct a safety-related analysis. Such an analysis, for instance, is supposed to

identify potential sources of safety issues, classify them in terms of severity, exposure (likelihood

of occurrence), as well as controllability, and, finally, define measures to address the issue

through so-called safety goals and requirements. Note that the standard does not define any

specific safety issues, but rather a methodology to identify and address them. Also note that

other standards and national as well as international regulations complement this methodology.

For instance, SAE International (SAE) has issued a more specific guideline (J2980 202310) to

complement the ISO standard for safety issues related to collisions. Similar standards exist in

other industries, notably in the avionics industry the DO-178C and SAE ARP4754A standards

are common, while in railway applications the standard IEC 62279:2015 was defined by the

International Electrotechnical Commission (IEC).

https://www.vecteezy.com/
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Sometimes the application of these standards is even verified by independent certification

organizations, which, based on their assessment, may approve or deny the use of certain prod-

ucts. In the European Union, for instance, the Whole Vehicle Type-Approval System (WVTA)

process allows car manufactures to obtain certification for a given car type through a na-

tional certification organizations, such as the German Technischer Überwachungsverein (TÜV)

or French Centre national de réception des véhicules (CNRV). The approval is then valid in

all EU member states. The American Federal Aviation Administration (FAA) and European

Union Aviation Safety Agency (EASA) similarly enforce conformity for civil aircraft that are

automatically recognized by the respective other authority.

Safety standards and certification authorities may ask a manufacturer to provide proof that

certain safety-related issues are handled properly. In the case of embedded systems this means

that the correct functioning of the underlying computer system has to be analyzed, based on

the safety goals and requirements identified as outlined above. This usually includes both the

hardware elements as well as the software that runs on that hardware. Requirements may, for

instance, refer to the correctness of computations carried out by the software. In this case, the

manufacturer has to show that the source code of the software respects these requirements. In

addition, it has to be shown that the actual binary code, which is derived from the source code,

also respects those requirements. A common practice to show compliance with requirements is

testing [71, 38]. During testing the software is executed under controlled conditions by supplying

specific test stimuli to the software, which in response will compute a set of output values that

can be compared with a set of reference values. If the computed output matches the expected

reference values for all tests, it can be concluded (with a certain level of confidence) that the

software respects all requirements and thus can be deemed correct. Another technique to analyze

the behavior of software is static program analysis [101, 75]. The main difference with testing

is that static program analysis does not run the program with specific input stimuli. Instead all

possible input stimuli are considered at once, which thus allows to cover all outputs produced

by the software for all possible situations. Static program analysis is covered in Chapter 2.

Let’s consider again the example of the accelerator pedal of a car from before. In order

to make sure that the pedal works correctly, the manufacturer has to show that the various

hardware components of the pedal work correctly, that the pedal’s ECU is able to correctly

acquire the movement of the pedal, that the network correctly transmits the relevant information

to the ECU of the engine, and, finally, that the engine’s ECU correctly translates the information

from the pedal into control commands for the engine. For each of these steps requirements are

defined, which have to be verified.

Many of these requirements probably concern the information that is processed at each

step, i.e., the movement of the pedal is represented by some numeric value, which is the input

to some software, and that has to be transmitted/transformed along the way to the engine in

a specific way. Such requirements are called functional requirements. However, it is easy to see

that this functional property alone is not enough to ensure that the accelerator pedal works

as expected. A crucial additional parameter, time, is missing. A noticeable lag between the

moment when the pedal is pushed and a corresponding reaction by the engine, would make it
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very difficult to actually drive the car. The accelerator pedal consequently also has to satisfy so-

called non-functional requirements. These requirements may refer to properties of the software

or computer system that have to be verified, but which are not concerned with the computation

result itself. Non-functional properties are typically memory usage, energy consumption, and

the timing behavior.

Embedded systems with timing-related non-functional requirements are called real-time sys-

tems. A typical example of such a system is a computer that plays a video. The image and

sound of the video are efficiently encoded and thus have to be decoded during playback. In

order for humans to perceive the video smoothly, new images have to be displayed constantly.

For modern video formats about 60 images have to be displayed per second, sometimes even

more. This means that the decoding of one image should generally not take longer than 1/60th

of a second. Displaying a limited number of images slightly too late in all likelihood will go

unnoticed. Even in case of a longer delay some images might be skipped, at the expense of the

user’s experience. Video playback is thus an example of a so-called soft real-time system, where

the timing behavior is important, but the consequences of not respecting the non-functional

requirement are limited. However, this is not always the case. In many of the critical systems

mentioned before, violating a non-functional requirements might be as severe as violating a

functional requirement. Such systems are then called hard real-time systems.

The manufacturer of those kinds of systems consequently have to ensure that all timing-

related non-functional requirements are met with the same level of confidence as all other

requirements. In the case of the accelerator pedal, for instance, the timing behavior has to be

analyzed starting from the moment when the pedal moves, over the processing performed by

the software running on the various ECUs as well as the transmission delays by the on-board

communication network, to the actual reaction of the engine. While the analysis of the pedal’s

hardware and the engine highly depend on the manufacturer, the remaining processing steps

on ECUs and the communication network are more generic problems, since computer systems

even across different industries usually operate in a similar fashion. This consequently leads to

two fundamental and general research questions:

• Is it possible to guarantee that some software produces its outputs within a specified time

bound?

• Is it possible to guarantee the transmission of a given piece of information across a computer

network within a specified time bound?

The answer to both questions is affirmative, under certain conditions [136, 122]. However, in

the remainder we will focus only on the former. In order to answer this question, it is necessary

to understand how software is executed on a computer. Typically a computer executes several

programs (aka. software) at the same time under the control of an operating system. Since it

takes too long to wait until some program has finished entirely, the operating system allows each

program in turn to run for a short period of time. At the end of such a time period the operating

system pauses the currently running program, and switches to another (paused) program. This

way each program is able to make progress in terms of its computation – albeit slower than if

the program ran alone. The time it takes to execute the program from beginning to its end is
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then called the response time, which accounts for the time necessary to perform the program’s

own computation as well as additional delays due to other programs and the operating system.

In order to answer the above question, a manufacturer consequently has to determine the

worst-case response time, i.e., the longest possible response time that might be observed for

some program in the final product. A schedulability test [30] allows to do that. More precisely,

it determines whether the worst-case response time respects the specified time bound based on a

formal specification of the operating system and the various programs running on the computer

system along with the analyzed program. This is possible since hard real-time systems are typ-

ically closed systems that only execute predefined software. The formal specification describes

how the operating system selects the next program to execute, the relative importance/priority

of programs, as well as the timing behavior of programs. Only when the schedulability test is

able to prove that all programs respect their time bounds, the system is considered safe.

An important input to the schedulability test is the timing behavior of programs, which is

most commonly described by a single numeric value, the Worst-case Execution Time (WCET).1

The WCET corresponds to the the longest time it takes for the program to produce its outputs,

considering all possible inputs, on a specific hardware platform, but ignoring other programs.

As for functional requirements it is possible to determine the WCET by testing [136], which is

known as measurement-based analysis. Instead of verifying the result of the computation, the

execution time is measured and the Maximum Observed Execution Time (MOET) is retained.

The actual WCET is then estimated from this MOET. Alternatively, all the collected execution

times can, under certain conditions, be analyzed using statistical methods [34]. Static program

analysis can also be used to determine a conservative over-approximation of the WCET [136].

However, the static analysis now has to model both, the behavior of the software and the

behavior of the hardware, since only the combination of both yields the actual timing behavior.

This work is precisely concerned with techniques to perform static program analysis in order

to determine the WCET of software in the context of hard real-time systems. Since the analysis

also has to model the hardware platform, this work is also concerned with the predictability and

analyzability of hardware, i.e., how amenable is the hardware platform to this analysis problem.

The remainder of this work is structured as follows. Chapter 2 provides a brief technical

overview of previous work on static program analysis and its application to WCET analysis,

on timing anomalies, computer architecture design, the DDR memory technology, and the

interactive proof assistant Coq. In the following chapters my contributions over the years

are summarized, starting with my contributions to timing anomalies in Chapter 3. The next

chapter is concerned with the design of predictable and analyzable computers. Chapter 5

then investigates how predictability and trust can be preserved, while introducing performance

optimizations to the memory hierarchy of a computer design.

1Some schedulability test may require additional parameters.





Chapter 2

Background

Our time will come, our time will come
Our time is now, our time is now

Machine Head, The Blackening, Halo (2007)

This chapter provides a brief technical overview on how real-time systems are modeled and

analyzed. For this we start from a simplified model, where the system consist of a set of

programs, called tasks Γ. Each task τi ∈ Γ, 1 ≤ i ≤ |Γ|, has to perform periodically some

computation and is represented by a tuple τi = 〈Ti, Ci, Di〉. The different values of the tuple

indicate the period (Ti), WCET (Ci), and relative deadline (Di). At runtime a new job executes

for a task τi every Ti time units. The job’s computation is supposed to terminate in less than

Ci time units, and its response time has to be smaller than Di under all circumstances. This

is ensured by a schedulability test, which, based on the timing information of the various tasks

and a scheduling policy, verifies that the worst-case response time of all jobs of all tasks is

smaller than the respective deadlines (Di).

Some schedulability tests may require additional parameters, e.g., task priorities. In the

simplest case a schedulability test considers a single processor, but also tests for homogeneous

and even heterogeneous multi-processor/multi-core platforms exist [30].

Example 1 The Earliest Deadline First (EDF) scheduling policy is among the most popu-

lar real-time scheduling policies. It simply selects jobs with the closest pending deadline to

run first, preempting any job with a later deadline. A schedulability test on a single proces-

sor, assuming independent tasks with implicit deadlines, i.e., Ti = Di for all tasks τi ∈ Γ, is

based on the utilization:

U =

|Γ|∑
i=1

Ci
Ti
≤ 1.

Considering a task set Γ = {〈4, 1, 4〉, 〈3, 2, 3〉}, this test would yield 1
4 + 2

3 = 0.916̇ ≤ 1. This

task set would thus be deemed schedulable.

7



8 CHAPTER 2. BACKGROUND

2.1 Computer Architecture

Real-time tasks are executed on a processor, which executes each instruction in the code of the

task one-by-one. For some instructions this may take longer, for others it may be quicker. The

processor design thus has a considerable impact on the execution time and the WCET of tasks.

Modern processors typically execute instructions in a pipelined fashion [106], where each

instruction advances through pipeline stages of the processor in a linear order as illustrated

by Figure 2.1. A first stage (IF) usually fetches the instruction from memory or instruction

cache (IC/MEM), while later stages may decode the instruction (ID), i.e., determine which

kind of instruction it is, perform some computation (FUi) or an access to the memory or data

cache (DC/MEM), and finally write, or commit, the instruction’s results (COM) to the processor’s

register file (RF). Actual processors may have a simpler pipeline, may have additional/fewer

stages, and additional state, but the overall structure usually follows this illustration.

As the processor executes instructions they advance through the pipeline according to the

processor’s clock. On each clock tick the processor determines whether a given instruction

has finished its computations/actions in one stage and is ready to move to the next stage, or

not. Depending on the complexity of the pipeline this may lead to a very dynamic behavior

that changes according to the instructions that are currently in the pipeline, their actions, and

the state of the various memory/cache elements. In multi-core or multi-processor architectures

the execution of an instruction may also depend on the access to shared resources and shared

data – notably through the main memory (MEM) and (coherent) caches (IC & DC). In order to

predict the timing behavior of a real-time task precise knowledge on the state of the pipeline,

its memory elements, and any shared resource are needed. This can make the precise analysis

of the WCET of a real-time task challenging as outlined in the following sections.

2.1.1 DDR Memory Operation

The most ubiquitous technology for the main memory of computers is Double Data Rate Dy-

namic Random-Access Memory (DDR DRAM), which offers a good performance cost trade-off.

The logical operation, electrical characteristics, and many other aspects of DDR memories are

specified by the Joint Electron Device Engineering Council (JEDEC). I will specifically focus

on DDR4 [68], but most information is valid for DDR3 devices too.

IF ID IS
FU1FU2FU3FUk

COM

RF

DCIC MEM

Bus

Figure 2.1: Representative design of a modern processor ( pipeline stages, memories/state).
Instructions and their data flow through the pipeline from left to right ( ). Additional data
transfers may occur between instructions/memories ( ).
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Figure 2.2: Memory controller and interfaces to cores/DDR device.

DDR4 memory can be accessed through a command, an address, and a bi-directional data

bus (Figure 2.2). Internally, a chip consists of capacitors that store a single bit. Reading the bit

of a capacitor is destructive, i.e., erases the bit. In addition, leakage discharges capacitors over

time, which thus have to be refreshed periodically. The capacitors are then organized in a two-

dimensional grid called a bank, which consists of rows and columns of bits. Multiple banks are

grouped into a rank and multiple ranks constitute a bank group, which then constitute the final

DDR device. Memory accesses are preformed per bank by sending commands over the command

bus. All the bits of a row are manipulated at the same time by first transferring them into a

row buffer using an activate command (ACT). Once a row is present in the row buffer, chunks of

bits can be accessed via the data bus using column-access-strobe commands (CAS CRD/CWR).

Since all the bits of the row have been destroyed upon the transfer to the row buffer, they have

to be written back into the capacitors. This is done using the precharge (PRE) command. A

DDR4 chip consequently is a multi-dimensional storage structure that is accessed through a

single command bus, using the aforementioned PRE, ACT, and CAS commands.

A memory controller that interfaces with the DDR device has to make sure that (i) com-

mands sent to the device on the command bus respect the protocol (e.g., an ACT has to precede

every CAS CRD/CRD), (ii) timing and electrical constraints are respected (e.g., a minimal delay

tRC for successive ACT commands), (iii) capacitors are periodically recharged using the REF

command, and (iv) make efficient use of the row buffer and command bus. Table 2.1 illustrates

timing constraints for commands of the same (intra-bank) and/or different banks (inter-bank).

Symbol Description Symbol Description

Exclusively intra-bank Intra and inter-bank

tRCD ACT to WR/RD tRDtoWR RD to WR
tRP PRE to ACT tWTR End of WR transfer to RD
tRC ACT to ACT tWRtoRD WR to RD
tRAS ACT to PRE tBURST Data bus transfer
tWL WR to data transfer tCCD WR-to-WR or RD-to-RD
tRL RD to data transfer Exclusively inter-bank
tRTP RD to PRE tRRD ACT to ACT
tWR WR data to PRE tFAW Four ACT window

Table 2.1: JEDEC timing constraints for DDR4 devices.
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2.2 Static Program Analysis

This section provides a brief introduction to abstract interpretation and data-flow analysis [101,

75]. Such an analysis is based on conservative abstractions, which allow to compute a set of

abstract states such that every actual state that can be observed during the execution of a

program is represented by an abstract state for every program point, i.e., execution step between

any two instructions of the analyzed program.

Data-flow analysis is a formal way of modeling such abstractions using four basic building

blocks: (i) a Control-Flow Graph (CFG), (ii) an abstract domain, (iii) a set of transfer functions,

and (iv) a combination operator. In certain situation additional operators, e.g., the widening

operator, are introduced, which are typically associated with abstract interpretation.

Control-Flow Graphs: A CFG is a graph G = (V,E) that represents all possible execution

paths of a program. The nodes of the graph (V ) are called basic blocks, which represent

sequences of basic operations of the real-time task – in our case typically instructions of the

underlying processor architecture. The edges (E) indicate the possible flow of execution through

the graph, i.e., the edges indicate where the execution might continue after the last instruction

of a given basic block.

Example 2 Figure 2.3 shows the source code of a simple C function on the left, its RISC-V

assembly code in the middle, and the corresponding CFG on the right. The CFG consists of

5 basic blocks (BB1 through BB5) that correspond to the instruction sequences of the assembly

code with the matching label number (.L1 through .L5). In addition, the CFG contains two

artificial nodes r and t that represent the program entry/exit, i.e., points where an execution

might start or end.

Abstract Domain: The abstract domain of an analysis represents the actual analysis infor-

mation that is derived from the program. This information might refer to the values of variables,

e.g., the integer c and the pointer x in the source code from Figure 2.3a or the registers a0, a3,

int count_str(const char ∗x) {
int c = 0;

if (!x)
return −1;

while(∗x) {
if (∗x ! = ’ ’)

c++;

x++;
}

return c;
}

(a) Source code.

count_str:
.L1:

mv a5,a0
beq a0,zero,.L5

.L2:
lbu a4,0(a0)
li a0,0
li a3,32
beq a4,zero,.L4

.L3:
addi a5,a5,1
sltu a4,a3,a4
addw a0,a0,a4
lbu a4,0(a5)
bne a4,zero,.L3

.L4:
ret

.L5:
li a0,−1
ret

(b) RISC-V assembly.

r

BB1

BB2

BB3

BB4

BB5

t

e1

e2

e3

e4
e5e6

e7

e8
e9

(c) Control-Flow Graph.

Figure 2.3: The C source code of a program, its corresponding assembly code, and its CFG.
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a4, and a5 from Figure 2.3b. However, the information may also refer to the hardware state

of the processor that is supposed to execute a real-time task. The abstract domain is typically

represented as a set of values D and a partial order v, where every pair of elements has a lower

and/or upper bound in D. This is known as a (semi-)lattice.

Example 3 Consider for instance constant propagation, an analysis/optimization performed

in compilers in order to replace expressions that always evaluate to the same constant value by

that constant value. The abstract domain for this analysis problem is typically represented by

two dedicated symbols > and ⊥ and the set of integers: N ∪ {>,⊥}. The partial order is given

as follows: ∀i ∈ N : ⊥ @ i @ >. Note that any two integers, i, j ∈ N : i 6= j, do not have any

ordering relation and consequently i 6v j.

The abstract domain from the previous example only captures a single constant value.

However, in order for the analysis to be useful it is necessary to track multiple constant values,

e.g., for each register in RISC-V assembly code.

Example 4 A new abstract domain can be composed from simpler abstract domains as their

cross product. In order to model multiple registers for constant propagation, for instance, it is

sufficient to take the cross product of the domain from the previous example, the first abstract

value of this cross product then models the constant value of the first register, and so on.

Transfer Function: Transfer functions capture the evolution of abstract states during an

analysis, e.g., by assigning a specific function to each operation or instruction of a basic block

that transforms an input value of the abstract domain to a new value from the same domain.

These functions are of the form D −→ D, sometimes only a single transfer function is defined

which takes information on the operation/instruction as an additional input, e.g., I −→ D −→
D, where I represents the information on the instruction.

Example 5 Consider again the example of constant propagation with the abstract domain from

Example 4. A simplified transfer function for RISC-V assembly code might be defined as follows:

t(i,V) =



V[rd] = ĉ if i = li rd, ĉ

V[rd] = V[rs] +32 ĉ if i = addi rd, rs, ĉ

V[rd] = ⊥ if i = lbu rd, ĉ (rs)

V if i = beq rs, rt, ĉ

. . . . . .

where V[r] allows to either obtain the constant value of the register r or update the constant

value of that register.

The transfer function indicates that a constant value can be computed for some register rd

when a constant value is loaded into a register by an li instruction or when a 32-bit addition

is performed between the abstract value of a register and a known constant value for an addi

instruction (accounting for the cases when the register’s abstract value is > or ⊥). No constant

value can be derived (⊥) when the value assigned to the register is loaded from memory by an
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lbu instruction. Finally, the constant values in registers do not change when no register was

modified, e.g., in the case of a conditional branch beq. Advanced analyses of course have more

sophisticated transfer functions.

Combination Operator: Transfer functions only operate on straight-line code, i.e., one

operation or instruction following after another as in basic blocks. However, when propagating

abstract states along all paths of the CFG it is necessary to combine multiple abstract states –

notably at confluence points where multiple paths merge. This is done using the combination

operator
d

: P(D) −→ D. This operator actually is defined by the partial order of the abstract

domain and is supposed to return the greatest-lower bound among the operator’s abstract input

states. In practice, however, the operator’s result is not obtained from the lattice structure itself,

but instead is provided explicitly as a function.

Example 6 Consider the simple abstract domain from Example 3 representing a single constant

value. The combination operator would yield the following results for the values 1, 5, ⊥, and >:

(i)
d

({1, 1}) = 1, (ii)
d

({1, 5}) = ⊥, (iii)
d

({1,⊥}) = ⊥, and (iv)
d

({>, 1}) = 1.

Data Flow Equations: A set of data-flow equations is constructed from the abstract do-

main, transfer functions, combination operator, and CFG. These equations relate the abstract

state after an instruction to the abstract states of its predecessor and successor instructions

within, as well as across, basic blocks. These equations can then be solved using a simple itera-

tive worklist algorithm that computes the maximum fixed-point. This algorithm is guaranteed to

terminate if the transfer functions are monotone – ∀v, v′ ∈ D, i ∈ I : v v v′ =⇒ t(i, v) v t(i, v′))
– and the height of the abstract domain’s lattice is finite [101, 75].

Example 7 Considering the CFG from Figure 2.3c the data flow equations for basic block BB4

would be defined as follows:

IN4 =
d

({OUT3, OUT2})
OUT4 = t(ret, IN4).

The equations for the other basic blocks follow a similar pattern, i.e., abstract states from prede-

cessor basic blocks are combined using the operator
d

, while the information from the beginning

of the basic block is propagated towards the end by chaining the application of transfer functions.

Remarks: The above presentation focuses on so-called forward analysis problems, where

analysis information is computed in the direction of the actual execution of the code. In practice,

also backward analysis problems can be encountered, which follow the paths in the opposite

direction. Also the choice of the direction of the ordering of the abstract domain is an arbitrary

choice. Some analyses thus require the combination operator
⊔

, which returns the least-upper

bound instead. In abstract interpretation an additional widening operator is often defined in

order to cope with abstract domains whose height is not finite (or too large for practical use).
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2.3 Worst-Case Execution Time Analysis

A fundamental input to a schedulability test are the tasks’ parameters Ci, also known as the

Worst-case Execution Time (WCET). While other methods do exist to determine the WCET

of a task [136, 34], only static program analysis based on abstract interpretation or data-flow

analysis as outline above is considered here. In the case of WCET analysis the abstract state

not only covers the behavior of the software, but also has to capture the state of the hardware.

A WCET analysis thus relies on several analysis phases that complement each other in order

to obtain the final result. The following (incomplete) enumeration illustrates common phases

found in actual analysis tools:

Loop Bounds Analysis (software property): A first, and often crucial step, during

WCET analysis is concerned with the computation of loop bounds. A loop is a sub-graph of

the CFG of a real-time task forming a cycle. The instructions inside the loop consequently may

be executed several times, depending on the number of loop iterations. The objective of this

analysis is thus to derive upper (sometimes also lower) bounds [57] in the form of constants or

symbolic formulas that describe how many times a loop may iterate during an execution. In

certain cases it might not be possible to derive such a bound automatically. It is thus sometimes

necessary to manually annotate the code of a real-time task [120].

Memory Address Analysis (software property): Accessing the main memory is costly

in modern computer architectures. It is thus important during WCET analysis to have precise

information on the addresses accessed by instructions, which is needed in later phases. In the

simplest case a value range analysis [56] can be used to associate a lower and upper bound of

the address with instructions accessing main memory. However, for complex access patterns

this is often not enough and information on recurring access patterns [28] in loops is needed.

Cache Analysis (hardware property): Caches are a means to reduce the cost of main

memory accesses [106] in processors. The idea is to copy useful data (or instructions) into a small

and fast memory that is close to the processor. If the data is reused later the costly main memory

access can be avoided. The main challenge with caches is that they dynamically determine which

data is useful, depending on the cache’s policy. The current cache state thus potentially depends

on a long history that needs to be tracked precisely during WCET analysis. The first attempts to

model the cache state using abstract interpretation focused on determining the age of cache data

under the Least-Recently Used (LRU) [5] cache policy. Based on an over-/under-approximation

of the age, main memory accesses are classified as definite hits or definite misses. This was

extended to capture the reuse of data within a given region of the analyzed real-time task, e.g.,

in a loop, such that the first access may cause a miss, but subsequent accesses will always hit [45,

97]. Later work focused on the computation of conflict sets [98, 32, 64], which can be used for

LRU and non-LRU caches. Recent work proposed a new powerful abstract domain to represent

conflict sets precisely [129, 126] using Zero-suppressed Decision Diagrams (ZDD) [92]. While

most of these approaches are applicable to data and instruction caches, most of them do not cope

well with complex access patterns to data – notably in loops. Cache analyses thus have been

extended to exploit access patterns to cache data [65, 121, 130] across loop iterations.
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Main Memory Access Latency (hardware property): Cache analysis only reasons

about the cache state and the instructions potentially causing cache hits/misses. The analysis

result and, in fact, cache analysis itself, do not take timing as such into consideration, since

the analysis only reasons about sequences of memory accesses. Consequently, the next WCET

analysis phase is concerned with the time needed to handle cache misses, which, as illustrated

in Figure 2.1, is potentially impacted by interference on a (shared) memory bus or Network-on-

Chip (NoC) as well as the main memory access itself.

The predominant technology used as main memory in most embedded systems is DDR [68],

which allows to access data only through its row buffer and requires explicit transfers between

the buffer and the actual memory cells (cf. Section 2.1.1). The access latency thus depends on

the state of this row buffer. Initial work to bound this latency required explicit flushes of the row

buffer after each transaction [105], which is known as a closed-page policy. Recent work is able

to model the more flexible open-page policy, but requires specific hardware designs [39, 93]. In

addition, DRAM requires periodic refresh operations, since the memory cells are implemented

with capacitors that over time loose their charge. A refresh operation thus may delay pending

main memory accesses. It would be too pessimistic to account for these delays in the memory

access latency bound for every access individually, instead it is desirable to model this cost as

an additive time-dependent penalty [12].

The interconnect, i.e., bus or NoC, may add additional latency to main memory accesses,

notably when the interconnect is shared with other processors or peripheral devices. Time-

division multiplexing [73, 74, 111] is a popular arbitration strategy, where each device on the

interconnect is granted exclusive access to main memory for a predefined amount of time.

This is easy to analyze and ensures isolation between unrelated memory transactions. Similar

approaches exist for arbiters based on round robin and First-In First-Out (FIFO) [104]. Other

approaches are based on enforcing a preassigned memory budget to real-time tasks [137].

Pipeline Analysis (hardware property): In the next phase the behavior of the processor

pipeline has to be modeled, considering the results of the previous phases concerning the main

memory access latency and cache analysis. In the simplest case the pipeline states are explicitly

represented [125], capturing the various instructions that are currently active in the processor

pipeline along with additional timing information concerning, for instance, bus transactions.

Alternatively, a grid-like graph structure representing instructions and pipeline stages [83] can

be used. Here the latest timestamp when an instruction enters a pipeline stage is propagated

through this pipeline graph in an iterative fashion. Recent work [8] combined these two ideas

to compactly represent pipeline states in a graph structure inspired by Binary-Decision Dia-

grams (BDD). The latter approaches can only be used on instruction sequences inside basic

blocks. However, an extension to represent pipeline states across basic blocks [9] is possible.

Longest Path Search: The final phase of the analysis is the computation of an upper

bound of the actual WCET. The abstract states derived by the pipeline analysis are intrin-

sically linked to the CFG of the analyzed real-time task – since the pipeline always exe-

cutes instructions from some basic block. It is thus possible to construct an augmented CFG
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IF addi a5,a5,1
IS beq a4,zero,.L4
FU li a3,32
COM li a0,0

IF addi a5,a5,1
IS nop
FU nop
COM bne a4,zero,.L3

IF sltu a4,a3,a4
IS addi a5,a5,1
FU nop
COM nop

IF addw a0,a0,a4
IS sltu a4,a3,a4
FU addi a5,a5,1
COM nop

IF sltu a4,a3,a4
IS addi a5,a5,1
FU beq a4,zero,.L4
COM li a3,32

IF addw a0,a0,a4
IS sltu a4,a3,a4
FU addi a5,a5,1
COM beq a4,zero,.L4

IF lbu a4,0(a5)
IS addw a0,a0,a4
FU sltu a4,a3,a4
COM addi a5,a5,1

IF bne a4,zero,.L3
IS lbu a4,0(a5)
FU addw a0,a0,a4
COM sltu a4,a3,a4

IF ret
IS bne a4,zero,.L3
FU lbu a4,0(a5)

COM addw a0,a0,a4

IF ret
IS bne a4,zero,.L3
FU lbu a4,0(a5)
COM nop

IF li a0,-1
IS ret
FU bne a4,zero,.L3
COM lbu a4,0(a5)

1

2 3 4

5

6

(a) States of an idealized pipeline analysis, enumerating all possible states; covering BB3 and the tail of BB2.

r

BB1

BB2

BB3

BB4

BB5

t

e1/4

e2/5

e3/5

e4/6

e5/4e6/8

e7/2

e8/0
e9/0

(b) Weighted Control-Flow Graph.

e1 = 1 (2.1)

e1 = e2 + e3 (2.2)

e2 = e4 + e5 (2.3)

e4 + e6 = e6 + e7 (2.4)

e7 + e5 = e8 (2.5)

e3 = e9 (2.6)

e8 + e9 = 1 (2.7)

e6 ≤ b̂ · e4 (2.8)

maximize:
4·e1+5·e2+5·e3+6·e4+4·e5+8·e6+2·e7 (2.9)

(c) IPET’s integer linear program.

Figure 2.4: Illustration of the pipeline analysis and longest path search using the IPET approach.

that is annotated with timing information. The desired bounds of the WCET can then be

obtained by computing the longest path through this weighted graph using the Implicit Path

Enumeration Technique (IPET) [84, 108], which encodes the graph and its timing properties in

an integer linear program.

Example 8 Figure 2.4 illustrates some relevant aspects of WCET analysis using the RISC-

V assembly code from Example 2. At the top a subset of the pipeline states computed by

an idealized pipeline analysis, which enumerates all possible pipeline states, is shown. The

grayed-out states represent the tail of BB2, which ends at the split in the states when its branch

(beq a4,zero,.L4) is executed in pipeline stage FU. The remaining states belong to BB3.

Subfigure 2.4b shows the resulting weighted CFG, where each edge in the graph is annotated

with a number representing the number of cycles it takes to execute the code, according to the

pipeline analysis, when following the edge. The weight 6 of edge e4, for instance, is explained

by the sequence of numbered states (black circles), while the weight of edge e6 is explained by

following the 8 states highlighted with a colored background.

The longest path search is finally performed using an integer linear program, shown in Sub-

figure 2.4c, that encodes this graph. The variables e1 through e9 represent the number of times

the corresponding edge is executed. The flow of execution is then represented by three kinds of

constraints: (i) start/end conditions (Equations 2.1 and 2.7), (ii) execution flow (Equations 2.2

through 2.6), (iii) and loop bounds (Equation 2.8). The number of iterations for the loop of the
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code depends on the length of the input string, which is not related to any variable from the code.

In all likelihood, deriving loop bounds automatically would be challenging. Thus the equation

shows a symbolic loop bound (̂b). The actual WCET bound is obtained from a solution to this

equation system that maximizes the term form Equation 2.9.

2.4 Timing Anomalies and Compositionality

The organization of WCET analysis in phases that are largely independent allows for clear sepa-

ration of concerns and a modular design of the analysis tool. However, this inevitably also leads

to a phase-ordering problem. Certain phases may require information from a previous phase

to work properly. For instance, information on the addresses of main memory accesses have to

be available in order to perform the cache analysis. Sometimes, it may even be impossible to

define an order between analysis phases. For instance, the sequence of accesses to the caches

and main memory may differ from the program order on out-of-order processors that allow

memory accesses to be reordered. Consequently, the cache analysis on such processors intrin-

sically depends on the pipeline analysis in order to reduce the number of possible interleavings

of memory accesses. Vice versa, the pipeline analysis requires information from the cache and

main memory access latency analyses in order to prune infeasible states early on.

From an analysis perspective a computer architecture that is composable is thus desir-

able [54]. This means that different aspects of the architecture can be analyzed independently

and that the analysis results can be combined later on (in an additive fashion) to compute the

actual WCET bound. The analysis of DRAM refresh [12] as an additive term mentioned in

the previous section, for instance, is only possible if the refresh does not cause any other side-

effects – i.e., the computer architecture is composable. Note that compositionality is not only a

desirable feature for WCET analysis, but is often also a prerequisite to account for inter-task

or inter-processor/core interference in schedulability tests.

Not all computer architectures are composable though. A prominent example are computer

architectures with so-called Timing Anomalies (TA) [89], which initially have been observed

by comparing the timing behavior of an identical instruction sequence that is executed by the

same processor from different initial hardware states. Due to the difference in hardware states,

it is possible that the timing behavior of some hardware component is also different between

lw r1, 0(r2) ; A
div r3, r1, r4 ; B
div r5, r6, r7 ; C
lw r8, (0)r5 ; D

(a) Instructions and dependencies.

α
FU1 A D

FU2 B C

β
FU1 A D

FU2 C B

A/B C/D

(b) Schedule on functional units.

Figure 2.5: Example of a Counter-Intuitive Timing Anomaly (cTA). Despite the shorter latency
of instruction A in execution α, the total execution time is longer.
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these two executions. For instance, a different cache state may lead to a cache miss instead of

a cache hit in one of the executions. Such a change is called a local variation, which may be

favorable or unfavorable, i.e., the hardware component completes faster or inversely takes longer

to complete. A cache hit, for example, is generally considered favorable, while a cache miss is

considered unfavorable. It was then observed [89] that in certain situations a favorable local

variation induces a total execution time of the instruction sequence that is longer compared to

an execution where the same variation is unfavorable. This is called a Counter-Intuitive Timing

Anomaly (cTA) [134]. In a similar vein, an Amplification Timing Anomaly (aTA) occurs when

the total execution time, in the presence of an unfavorable variation, increases more than the

additional delay caused by the variation itself [134].

Example 9 Figure 2.5 illustrates a counter-intuitive anomaly already identified in early work

on TAs [134]. The latency if instruction A, executing on FU1 is shorter, i.e., favorable, in

execution α. Still the total execution time for α is longer than for β. This is explained by

three factors: (i) instructions B and C are required to execute on the same functional unit FU2,

thus either B delays C or vice versa, (ii) the data dependence between instruction C and D

thus imposes a sequential execution of instructions B, C, and D in execution α, (iii) the data

dependence between instruction A and B, on the other hand, allows instructions B and C to

switch order in execution β. As a consequence, instructions D and B are executed in parallel.

Even worse, TAs may trigger a chain of events that auto-amplify, called a domino effect.

The impact of a TA that triggers a domino effect on global time is even more difficult to bound,

since it depends on the number of instructions that execute after the initial TA. Unfortunately,

architectures with such domino effects exist (and, in fact, are used in real systems) [113, 11, 47].

Example 10 An example of a domino effect is shown in Figure 2.6. The initial trigger is the

same cTA pattern as in Figure 2.5b, which is amplified using an aTA pattern identified in pre-

vious work [134]. The domino effect itself occurs due to the repeated execution of instructions E

through H in a loop, where (i) instructions E, G, and H are required to execute on functional

unit FU2, (ii) while instructions F and H may execute either on FU1 or FU2 depending on avail-

ability ( xx ), (iii) when F executes on FU2 it thus has to be executed sequentially with the other

instructions in the loop, while otherwise it is executed in parallel. As a result execution α is

slowed down on each iteration of the loop by an additional 2 cycles.

lw x1, 0(x2) ; A
div x3, x1, x4 ; B
div x5, x6, x7 ; C
lw x8, (0)x5 ; D

addi x2, x2, 1 ; E
mul x9, x9, x9 ; F
subi x3, x3, 1 ; G
bne x2, x3, .E ; H

(a) Instructions and dependencies.

α
FU1 A D H1 H2

FU2 B C E1 F1 G1 E2 F2 G2

β
FU1 A D F1 F2

FU2 C B E1 G1 H1 E2 G2 H2

A/B C/D E1/F1 G1/H1
...

(b) Schedule on functional units.

Figure 2.6: A combination of a cTA and an aTA resulting in a domino effect.
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Ever since their discovery, timing anomalies have been heavily researched. Notably, several

attempts have been made to formalize the very nature of timing anomalies [134, 41, 109, 76,

47, 29, 52]. Unfortunately, the formal models proposed are often incomplete, leaving out crucial

definitions of key properties. Even worse, the proposed models are typically not applied to

actual observations on real hardware that have been considered TAs in the past or even new

TAs identified in the same work [109, 47]. It is thus difficult to judge which of these attempts

are useful in practice or the most accurate with regard to known TA effects.

2.5 The Coq Proof Assistant

Coq is an interactive proof assistant2, i.e., a system that allows users to write functional pro-

grams and formally prove properties about those programs. This is done using two essential

concepts: (i) Inductive data types, and (ii) Functions.

2.5.1 Inductive Types

All values manipulated by a Coq program are represented as terms that belong to a type.

The admissible terms of a type are specified using inductive rules, where each rule is called a

constructor. These constructors may take arguments and, in some sense, behave like functions.

The following example illustrates the type of natural numbers, with two construction rules:

(i) the first constructor does not take any arguments and thus simply specifies that the symbol

O belongs to the type nat. (ii) The other constructor I takes a nat value as an argument and

produces the term representing the successor of that value.

Inductive nat := O : nat | S : nat → nat.

Note that a type and its construction rules alone have no meaning as such. In this example,

the natural number 0 is represented by the term O, the number 1 by S O (zero applied to the

constructor S), 2 by S (S O), and so on and so forth.

Inductive types can, or course, also represent more complex structures that can be param-

eterized. The following example shows the type le, which takes a parameter n and represents

the less-equal order relation:

Inductive le n : nat → Prop :=

| le_n : le n n

| le_S : forall m, le n m → le n ( S m) .

This le is a logical proposition and thus produces a value over Prop, i.e., the set of all

true logical propositions. Given a value n, the constructor le_n states that this proposition

is trivially true when the second argument is also n. Moreover, the proposition is true for

the successor of any natural number m if n is known to be less or equal to m. Note that the

proposition is true here means that a term can be constructed. This is important for the second

constructor where a term, or proof, le n m is needed in order to construct another term. Since

we are manipulating terms in Prop, the arrow (→) here can be seen as a function or implication.

2https://coq.inria.fr/

https://coq.inria.fr/
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2.5.2 Functions

Computation in Coq is modeled by reductions, i.e., pattern matching, the substitution of vari-

ables by terms, and the unfolding of (recursive) functions. The following code excerpt illustrates

this computation model for the function leb (less-equal boolean), which takes two nat values

(n and m) as arguments and returns a boolean value (true or false). The code contains a

match statement that performs pattern matching on the two input values. Pattern match-

ing allows to inspect how a given value was constructed. This allows to perform conditional

operations in Coq.

Fixpoint leb n m :=

match n, m with

| O, _ ⇒ true (* 0 always smaller/equal *)

| S n’ , O ⇒ false (* 0 never greater n’+1 *)

| S n’ , S m’ ⇒ leb n’ m’ (* compare n-1 and m-1 *)

end.

In the example three cases are distinguished: (i) if n is zero (O) than the value of m is

irrelevant and the result is always true; (ii) if, however, n is constructed using S, while m

is zero, the result is always false; and finally (iii) if both n and m were obtained using the

constructor S from some nat values n’ and m’ the result is obtained by a recursive call to leb

itself, i.e., by comparing n’ and m’.

2.5.3 Type Classes and Proof Obligations

In addition to basic inductive types, Coq provides syntactic sugar to define type classes. Type

classes allow to define generic interfaces, similar to, but way more powerful than, Java inter-

faces or classes in object-oriented programming languages. The interface is defined through

class members, which can be terms, functions, propositions, et cetera. The class and its mem-

bers can be used to write functions without knowing the actual implementation, which can be

defined separately through instances. Members that are propositions are usually called proof

obligations (POs), since proofs have to be provided for them when instantiating a class.

The following example illustrates the use of type classes to abstractly define the concept

of a preorder, which is a binary relation (argument Rel) over an arbitrary type (A) that is

characterized by two POs refl and trans:

Class PreOrder {A} ( Rel : A → A → Prop) : Prop := {
refl : forall x, Rel x x; (* reflexivity *)

trans : forall {x y z} , (* transitivity *)

Rel x y → Rel y z → Rel x z;

} .

This concept can now be used to formalize generic properties over all preorders, e.g., that

flipping the two arguments of a preorder again yields a preorder.

Generic properties formalized using the PreOrder class then are immediately usable for

all of its instances. The le relation from before, for instance, is a preorder and the corre-

sponding instance is shown below. The instance is created by calling a special constructor

(Build_PreOrder, automatically generated for the class), whose arguments supply values for
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each of the class members. The value for a member can be a term, a type, a function, or a

proof of a logical proposition. Recall that proofs are simply functions producing a value of type

Prop. Consequently, the value/proof for the member refl is simply the constructor le_n.

The proof for trans is readily available in Coq’s libraries (Nat.le_trans).

Instance NatPreOrder : PreOrder le := Build_PreOrder le_n Nat. le_trans.







Chapter 3

Timing Anomalies

Time is your enemy only if you let it be

Sepultura, Against, Hatred Aside (1998)

It is not very surprising that TAs are considered as problematic by the real-time systems

community. However, the nature and the possible implications of timing anomalies are often

subject to widely different interpretations. This also leads to different coping strategies to

mitigate potential problems caused by TAs. One common strategy, also applied by the author

of these lines [59], is to define them away through statements such as: “We assume a composable

computer architecture”. Another easy escape route is to assume that a safe WCET analysis

exists – even if this analysis would need to perform an exhaustive search over all possible states.

These strategies are comprehensible, since one cannot expect every real-time systems re-

searcher to be an expert in computer architecture and investigate TAs firsthand. It thus would

be important to have tools that can automatically analyze the properties of a given computer ar-

chitecture and highlight potential risks or sources of TAs. This was the initial motivation when

I started to investigate TAs myself in more depth. Inspired by preliminary work of colleagues

from CEA List [7], and in collaboration with them, we started to explore possible ways of encod-

ing a processor implementation in a formal language, which is amenable to model checking [31],

along with a predicate that determines whether a cTA has occurred or not. The model checker

could then be used to automatically find cTAs or prove their absence. A first step in the course

of this work is, of course, to pick the right predicate. This is not obvious since several research

groups have investigated cTAs in the past and have tried to formally capture their nature. So,

which of these definitions is the most accurate? This question is difficult to answer from the

published articles, since the various definitions differ slightly and use different criteria to actu-

ally signal a cTA. Even worse, some definitions are incomplete and lack certain key ingredients

needed to actually implement such a predicate. Last, but not least, the only definition that was

systematically tested on known examples of cTAs is the work by Cassez et al. [29], while most

other definitions are usually not checked against any examples [109, 47]. Our initial research

objective thus lead to a series of questions that will be discussed in the following sections.

I will first highlight some of the differences in interpretations and criteria to signal potential

cTAs or aTAs in Section 3.1. Section 3.2 then discusses some of the existing cTA definitions

in more detail with the goal of evaluating them against each other using model checking [31].

23
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The initial objective of this work was to find the candidate definition that best describes known

patterns of cTAs and possibly new ones discovered by the model checker. Unfortunately, our

results did not designate a clear winner. The chapter thus closes with a new definition that tries

to incorporate the notion of causality, which is lacking in all previous attempts (Section 3.3).

3.1 Interpretation of Timing Anomalies and their Consequences

Hardware vs. Analysis: TAs have first been described by Lundqvist and Stenström as an

artifact if a specific computer architecture [89]. From these observations the authors concluded

that an organization of WCET analysis in (largely) independent phases might yield incorrect

results, i.e., if the analysis tool assumes compositionality while the actual architecture is not.

The authors then investigate potential countermeasures to cope with TAs, ranging from a highly

pessimistic sequential model, over modifications to the code, to (exhaustive) symbolic execution.

Later another interpretation of cTAs was proposed by Eisinger et al. [41]. They specified a

concrete processor and an abstract WCET-analysis model of that processor in a model checker.

They then compared the number of instructions completed in a time interval by those models

in order to judge whether a cTA occurred or not. This interpretation no longer compares

concrete observations on the hardware, but rather focuses on the WCET analysis – or rather

the hypotheses underlying the analysis. The work of Reineke et al. [109] falls in the same

category, the definition is even entirely based on an abstract architecture model.

This mismatch in interpretation may lead to interesting, maybe slightly surprising, scenarios.

Consider, for instance, a computer architecture for which the first hardware-oriented interpre-

tation flags a TA. The second analysis-oriented interpretation might still not signal a TA, if the

abstraction used in the WCET analysis is sufficiently conservative, e.g., if the analysis considers

purely sequential execution as proposed by Lundqvist and Stenström [89]. The verdict of the

analysis-oriented approach might be misleading though. The original work by Eisinger et al.,

for instance, does not model preemption. This means that the WCET analysis results might

indeed be correct, but only when the program runs in isolation without any interrupts. How-

ever, it could be unsafe to use these analysis results in a schedulability test, since the actual

TAs, flagged by the hardware-oriented interpretation, may invalidate compositionality and thus

the test’s results. Inversely another scenario might arise, where the hardware-oriented interpre-

tation does not signal a TA, while the analysis-oriented interpretation does. In this case the

WCET analysis simply appears to be incorrect, without any involvement of a TA whatsoever.

I personally advocate for the first hardware-oriented interpretation, since the analysis-

oriented interpretation, in my point of view, is not specifically concerned with TAs as such,

but instead is concerned with general correctness of WCET analysis.3 More importantly, the

verdict of the analysis-oriented approach may have limited value, as highlighted be the first of

the two scenarios above. Notably, the verdict does not help in answering the question whether

the computer architecture is actually compositional or not.

3It has to be noted though that the model checker can only explore a specific instruction sequence at a time
and may thus only verify the correctness of the transfer functions, but not the combination operator of a WCET
analysis based on data-flow analysis/abstract interpretation (see Chapter 2).
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Initial States: The initial hardware states of the executions that are studied are often ne-

glected in the various definitions of TAs. The definition of Wenzel et al. [134], for instance, states

that the two executions should have an “almost identical” initial state, while Lundqvist and

Stenström [89] note that the initial states have to be compatible with the studied instruction

sequence. Both of these conditions are present in some form in all definitions – without being

stated explicitly at times. The former is necessary to allow some divergence between the consid-

ered executions, while the latter ensures that actually the same instruction sequence is executed.

Most work does not specify any additional constraints on initial states [89, 134, 41, 47].

Only the work of Cassez et al. [29] covers this important question explicitly: initial state are

not even allowed to differ in terms of input data to the instruction sequence. This additional

constraint is motivated by examples that, in some sense, encode a different control-flow path in

the same instruction sequence. This is illustrated by a program executing predicated multiply

instructions [29], which behave like a NOP instruction when the predicate is not set. In the

example, the predicate determines the length of an execution, which is thus not an artifact of

the computer architecture and thus should not be considered relevant for judging TAs.

Reineke et al. [109], finally, follow the analysis-oriented interpretation and thus consider

abstract program and architecture states instead of concrete states. In their interpretation

uncertainty due to the abstraction causes the divergence that ultimately leads to a TA. For

instance, an abstract cache state may not provide sufficient information to decide whether a

specific memory access causes a cache hit or a miss. Consequently, both cases have to be explored

– thus leading to the divergence. The uncertainty, however, can also be interpreted as a form

of constraint on possible initial hardware states.4 Continuing the example with the abstract

cache state from before, the abstract state in question permits all the initial hardware states

that may lead to a cache hit or cache miss for the specific memory access. The abstraction may

of course also cover information on the program state – although this is not explicitly stated.

The work does not impose any constraints on the abstract states though.

I believe that the analysis of Cassez et al. [29] highlights an important aspect that previous

work largely ignored. I do not agree with the conclusion though. In my opinion the error stems

from a simplification that is common to all definitions: causality is ignored. The problem of

causality will be highlighted in more depth in the following sections – notably in Section 3.3,

which presents a new definition that takes causality into consideration.

Global Worst Case: Another important difference in interpretations is concerned with the

number of executions that have to be considered when checking for a TA. The intuitive notion of

TAs from the last chapter reflects the stance of early work [89, 134], where only two executions

are compared against each other. In order to identify a counter-intuitive (amplification) TA it

is sufficient to identify a single longer execution with a (un)favorable variation.

Other work [109, 47, 29], however, is stricter and requires the comparison between potentially

many other executions to reach a verdict. The main reason for this is to make sure that the

anomaly actually impacts the WCET considering all possible initial hardware states (see the

4This is formally defined by the concretization function when an analysis based on abstract interpretation is
used [101, 75].
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discussion above). This means that, if some initial hardware state exists that leads to the global

worst case over all initial states and the resulting execution does by itself not represent a TA,

no TA may exist for any execution of the input instruction sequence.

The definition of Reineke et al. [109] again has to be considered apart. Recall that they

consider abstract program and hardware states, which are not further constrained. The ab-

straction may thus allow for both of these interpretations, i.e., an abstraction may not restrict

the set of admissible input states at all, or, on the other hand, restrict the states so that only

two executions become possible

The stricter interpretation for which anomalies have to impact the WCET may again lead

to interesting scenarios. Assume an instruction sequence that may lead to a total of 3 distinct

executions with increasing execution times called α, β, and γ – a plausible explanation for this

could be a write-back cache, which may experience a hit (α), a miss without a write-back (β),

or a miss with a write-back (γ). Consequently, γ represents the global worst case, which we

suppose does not exhibit a TA in comparison to the two other executions. However, β in

comparison to α does, if we apply the less strict interpretation from above. According to the

stricter interpretation, this implies that the whole instruction sequence does not exhibit any

TAs on the considered computer architecture. Now assume that a WCET analyzer is able to

rule execution γ out, i.e., cache lines are known to be clean. Suddenly, the verdict of the stricter

interpretation has become meaningless, since the WCET analysis tool now faces a possible TA.

I personally advocate for the less strict interpretation, since it allows to highlight potential

issues that a WCET analyzer may actually have to cope with. From the perspective of these

formal definitions, the stricter interpretation [109, 47, 29] requires that all possible initial hard-

ware states are considered with almost no restriction, as discussed above. This is problematic,

since the WCET analyzer may have prior knowledge that limits this set of initial states, which,

given the example from above, may hide possible TAs. Consequently, it would be important to

at least restrict the set of initial states to reflect this prior knowledge. If this prior knowledge

cannot be characterized, the safest option still appears to be the less strict interpretation.

Number of Variations: The events that appear to trigger a TA are the favorable or unfa-

vorable variations. In the hardware-oriented interpretation these variations are in turn explained

by differences in the initial states of the two executions. For the analysis-oriented interpreta-

tion of Reineke [109] uncertainty in the abstraction gives rise to those variations. While early

work [89, 134] explicitly assumes a single variation, later work usually does not explicitly state

any constraints on the number of variations [41, 109, 47, 29]. However, the mathematical formu-

las refer to different instructions to test for TAs, thus implicitly allowing for multiple variations.

The only exception is the work of Reineke [109], which allows for multiple variations, but only

examines variations at the first divergence in abstract states.

In my opinion multiple variations have to be allowed in the examined executions – since, at

least theoretically, it could happen that a TA only occurs when two variations appear simulta-

neously. The verdict however needs to take potential causal effects into consideration.
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3.2 Putting Definitions of Timing Anomalies to the Test

As outlined before, different definitions interpret certain aspects of TAs differently, which makes

it difficult to compare them in a unified framework. Some definitions are analysis-oriented and

thus can only be applied when a specific analysis is known. Others require to enumerate all

possible executions, while others, again, may reach their verdict by comparing two executions.

In recent work [14] we nevertheless tried to evaluate several existing definitions of counter-

intuitive TAs in such a unified framework. For this framework we assume a simplified interpre-

tation of anomalies as follows: (i) cTAs are a hardware artifact and thus should be judged based

on observing executions of a hardware model, (ii) cTAs can be judged based on a comparison

of two executions, i.e., without knowing the global worst case, (iii) cTAs are triggered by vari-

ations (favorable or unfavorable) depending on the initial state of the hardware model, where

(iv) multiple variations and switches between functional units executing a specific instruction

are allowed, but causality between these events is unspecified.

We then adapted four different definitions to this interpretation and implemented them

in the TLA+ language [82], which comes with the TLC model checker. In the following I’ll

briefly summarize the key concepts of each of the implemented definitions and clarify how our

implementation differs with regard to the original published work. The definitions are illustrated

through Figure 3.1, which is based on two concrete executions leading to the counter-intuitive

TA presented in Chapter 2. The computer architecture is an instantiation of the template also

introduced in Chapter 2, that is able to fetch, issue, execute, and commit up to two instructions

in parallel in each pipeline stage.

3.2.1 Step Height in Step Functions

The definition provided by Gebhard [47] is simple and intuitive, but may also be misleading

due to its simplicity. The main idea is to associate each instruction with a latency, such that

the sum of those latencies is equal to the total execution time of an execution. The cumulative

execution time over instructions then yields a step function, which is visible, rotated sideways,

as a dashed orange line ( ) in Figure 3.1b.

According to Gebhard, cTAs can be identified by comparing the height of steps of these

step functions: a cTA occurs when the latency for an instruction in one execution, i.e., the

lw r1, 0(r2) ; A
div r3, r1, r4 ; B
div r5, r6, r7 ; C
lw r8, (0)r5 ; D

(a) Instructions and dependencies.

A IF ID FU1 COM
B IF ID RS FU2 FU2 COM
C IF ID RS RS FU2 FU2 COM
D IF ID RS RS RS RS FU1 FU1 COM

A IF ID FU1 FU1 FU1 COM
B IF ID RS RS RS FU2 FU2 COM
C IF ID FU2 FU2 ROB ROB COM
D IF ID RS RS FU1 FU1 ROB COM

α

β

1 2 3 4 5 6 7 8 9 10
∆α

∆β

(b) Executions on a dual-issue processor.

Figure 3.1: Counter-intuitive TA on a super-scalar out-of-order processor, capable of fetching,
issuing, executing, and committing up to two instructions in parallel.
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corresponding step height, is smaller than in all other executions, while the total execution

time is larger or equal to that of all other executions, i.e., the original definition follows an

interpretation that only considers the global worst case. We thus adapted the definition to

compare latency and execution time changes in pairs of executions.

Example 11 The cTA is illustrated by Figure 3.1b, where the step height of instruction A in

execution α is smaller ( ∆α) than in execution β ( ∆β). The total execution time of α ( •)
is also larger than that of β ( •), i.e., 10 > 9. A cTA is thus identified.

The definition leaves several details open. Notably, instruction latencies are not precisely

defined. They are only supposed to be non-negative and, when summed, should yield the total

execution time. The notion of latencies used by Wenzel et al. [134], for instance, is not admissible

due to the second constraint. For our evaluation, we thus assumed instruction latencies as the

number of cycles between the commit of an instruction (COM) and the previous commit (or

start). Other interpretations might be possible.

3.2.2 Intersection in Step Functions

A similar definition was proposed by Cassez et al. [29], which is also based on step functions.

Instead of comparing the step height, the approach, compares completion times of instructions.

A cTA occurs when the step function of an execution intersects with the step function of an

execution that produces the global worst case. The definition too follows the interpretation

that requires a global worst case. Again, we adapted the definition to consider intersections in

step functions of any two executions. A distinctive feature of the definition of Cassez et al. [29]

is that it requires input data to be identical between executions. Our implementation did not

explicitly model computation and thus did not consider this requirement.

Example 12 Figure 3.1b illustrates this definition using the commits (COM) of instruction A,

which occurs earlier in execution α, but later in β ( ). The order of the commits of the last

instructions of the two executions, however, are opposite ( ). The two step functions thus

intersect and a cTA is identified.

Note that the definition of Eisinger et al. [41] compares the number of instructions completed

at a given time instant in a concrete and an abstract execution. This is equivalent to searching

for an intersection in a step function. The two definitions thus are somewhat related.

3.2.3 Component Occupation

Kirner et al. [76] propose a different view that focuses on the usage of a hardware component

(resulting from a partitioning of the whole architecture) throughout execution. They then

propose to compare the amount of time a hardware component is occupied between executions

to identify cTAs. A cTA is signaled when the component occupation is smaller in an execution,

while its execution time is larger.
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Example 13 The usage of FU1 for the execution depicted in Figure 3.1b, for instance, amounts

to 3 and 5 cycles for α and β respectively. Despite the higher usage of FU1, β’s execution time

is lower, which indicates a cTA.

The main problem with this definition is that the authors do not describe what a suit-

able hardware component is, e.g., whether/how FUs have to be grouped together in a single

component. The hardware partitioning, however, may have an impact on the identification of

cTAs. Unfortunately, the authors do not describe how to obtain partitions that reliably identify

cTAs. In our implementation, we considered any non-empty subset of functional units (FU) as a

candidate component and signal a cTA if any of these components satisfies the above conditions.

3.2.4 Instruction Locality

Reineke et al. [109] propose yet another point of view that is analysis oriented, i.e., executions

consist of sequences of (abstract) program/hardware states. The authors then assume that it is

possible at each cycle of an abstract execution to determine the location (hardware component)

of any given instruction. cTAs are defined by comparing the continuous occupation of locations

by instructions over all possible executions. A cTA occurs when at the first instant when the

abstract states of the executions diverge, an execution that does not exhibit the worst occupation

of a location leads to the global worst case. Note that the authors assume that the occupation

of locations may change due to non-deterministic behavior, aka. imprecise information of an

analysis abstraction.

We adapted the definition by replacing the abstract states by concrete states of the hardware

template introduced in Chapter 2 and comparing pairs of these concrete executions. Executions

were considered identical (not diverged) as long as the local occupation of stages is identical.

Example 14 The definition is illustrated in Figure 3.1b using two elements. Firstly, the two

executions are considered identical in the first two cycles. i.e., the occupation of locations is

identical in the the gray area covering the first cycles. Secondly, once the two executions diverge

the occupation of FU1 is compared ( ). The occupation in execution α is smaller than β, while

the execution times are opposite. Consequently, a cTA is identified.

A problem with this definition concerns the occupation of locations, which are described

as convex predicates. However, it is unclear how to chose suitable locations. For instance, it

is unclear whether caches or the bus would be suitable locations? If so, how can locations be

compared that are not occupied in the same way in different executions, e.g., if an instruction

experiencing in one execution a cache hit does not access the bus?

3.2.5 Comparison of Definitions

As discussed above, we implemented each of these definitions and asked the model checker to

find examples where the different definitions do not agree, i.e., at least one definitions states a

cTA, while at least one definition does not state a cTA. We then iteratively refined the examples

that we obtained from the model checker in order to highlight specific issues with individual
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definitions (and produce human readable examples). Due to space reasons, please refer to the

respective paper [14] for a detailed discussion of these examples.

A first insight from these experiments was that it is relatively easy to find examples where

the different definitions disagree. On the one hand this is not really surprising, since each of the

definitions has its particularities and tries to address specific issues. On the other hand, though,

all of these definitions aim to characterize the same underlying phenomenon. One would thus

expect a considerable overlap, which should, in principle, require more effort from the model

checker to find relevant corner cases that distinguish one definition from another.

A second insight was that the simple definitions, considering only instruction latencies [47,

29], are not suitable for complex modern computer architectures. The behavior of instructions

may depend on a multitude of factors, including accesses to the instruction and/or data cache,

decisions taken by arbiters at the bus and/or the memory, or decisions taken by the instruction

scheduler within the processor. A single latency number cannot capture these factors reliably.

Consequently, it is easy to trick these definitions by hiding relevant events in the latency of

another instruction or inversely indirectly increasing or decreasing the latency of an unrelated

instruction. Similar issues concern the definition based on component occupation [76]. For all

these definitions it is possible to change the verdict even when the same cTA pattern is observed.

The last insight, that I would like to mention here, was probably the most fundamental.

All definitions follow a, so to say, simple scheme: (i) identify executions with locally favor-

able/unfavorable variations (smaller latency, smaller occupation time, . . . ) and (ii) compare

the execution time among these executions. Despite being very much inline with the intuitive

description provided in Chapter 2, this seems overly simplistic. Notably, non of the existing

definitions verifies whether there is a causal link between the local variation and the change in

execution time. This is not an issue when only a single (small) change is considered, as did

some of the early work [89, 134]. However, most recent work does not explicitly rule multiple

variations out [109, 47, 29]. On the contrary, examples and illustrations suggest that multiple

variations are explicitly admitted. This raises the question: What about causality?

3.3 The Role of Causality in Timing Anomalies

The main conclusion from testing the existing definitions of cTAs [14] was that they all lack

causality. Consequently, we started to investigate a new definition [13] able to (i) take causality

related to timing into consideration and (ii) cleanly separate the impact of multiple variations

from each other. I’ll briefly outline the main concepts of this new definition, then summarize the

main advantages of this approach over previous attempts, and finally point towards question

that still remain open.

3.3.1 Event-Time Dependence Graphs and Causal Regions

The execution of instructions is typically subject to (partial) order constraints. Instructions

start to execute and complete according to the program order. An instruction traverses the

pipeline stages of the processor in a well-defined order (starting at IF and ending at COM in our
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Figure 3.2: The Event-Time Dependence Graph, Causal Region, and counter-intuitive timing
anomaly of execution α from Figure 3.1.

case). The actual computation (FU in our hardware model) can be out-of-order, as long as data

dependencies are satisfied – a partial order. Finally, limited hardware resources and choices

that depend on the hardware state also impose an ordering of events between instructions.

The Event-Time Dependence Graph (ETDG) precisely captures these order relations be-

tween instructions of an execution. A node 〈t, i, r〉 in this graph represents an event, i.e., the

date (t) when an instruction (i) acquired or released a hardware resource (↑ r or ↓ r). The

weighted edges, denoted by u
w−→ v for a weight w and nodes u/v of the ETDG, indicate the

minimum delay imposed by any of the aforementioned ordering constraints between two events.

By removing edges from the ETDG, of the form 〈t, i, r〉 w−→ 〈t′, i′, r′〉 where t + w < t′,

the causality graph is obtained. Since t + w < t′, these edges do not impact the date of their

destination event, i.e., the destination event could have occurred earlier wrt. this particular

ordering constraint. The causality graph consequently allows to track which events/edges had

a relevant impact on the date associated with some event – simply by following incoming edges.

Inversely, this graph also allows to determine the set of events whose date has been impacted by

a given event. This set is called the causal region of an event and can be obtained by computing

the reachable nodes from that event in the causality graph.

Example 15 Figure 3.2 shows the ETDG of execution α from Figure 3.1. The nodes repre-

sent the acquisition and release of the IF and FU stages as well as the completion of instruc-

tions (COM). Other resources, such as the ID stage, the reservation stations, and reorder buffer,

are implicitly modeled. The dashed and solid arrows represent the edges of the ETDG, i.e., the

minimal delay imposed between the respective events.

The figure also shows the causality graph (consider only the solid arrows) as well as the

causal region of the event 〈4, A, ↓ FU1〉, which is highlighted by the colored events (both dark

and light orange). Finally, the colored nodes (dark orange) indicate events where a cTA was

identified – the conditions for this are defined next.

3.3.2 Counter-Intuitive Timing Anomalies

In order to identify cTAs the ETDGs and causality graphs constructed from two executions,

α and β, are compared. First, however, a relation between events from the two graphs has

to be established. If we consider the architecture model introduced in Chapter 2, we can see
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that all instructions advance through the pipeline stages in the same way. Consequently, for

every event of an instruction acquiring/releasing a pipeline resource in one execution – as in

the example above – there has to be a corresponding event5 in the other execution. This also

allows to determine the latency of a given instruction with regard to the usage of a resource,

i.e., by subtracting the dates of the release (↓) and acquisition (↑) events. Finally, the latencies

associated with the various resources accessed by an instruction in both executions can be

compared. A shorter latency is called a favorable variation, while a longer latency represents

an unfavorable variation.

Putting all those elements together, it is now possible to define counter-intuitive TAs based

on events in the causal region of the release event of a variation. For the sake of simplicity,

assume that a favorable variation occurs in execution α.

Definition 1 [13] A variation triggers a cTA with regard to two corresponding events

eαCI = 〈tαCI, i
α
CI, r

α
CI〉 and eβCI = 〈tβCI, i

β
CI, r

β
CI〉 from the ETDGs of executions α and β, iff:

(i) Variation: execution α exhibits a favorable variation with corresponding release events

eαFV = 〈tαFV, iαFV, ↓rαFV〉 and eβFV = 〈tβFV, i
β
FV, ↓r

β
FV〉 in executions α and β respectively, (ii) Causal-

ity: event eαCI is in the causal region of eαFV, and (iii) Slowdown: execution α exhibits a relative

slowdown, i.e., tβCI − t
β
FV < tαCI − tαFV.

This definition is based on the usual notions of a local variation and a change in execution

time. Contrary to most other definitions, however, here a relative slowdown is considered. If

the executions are identical except for a single variation, the resulting interpretation is, to some

extent, comparable with previous attempts [89, 47, 134]. In addition, this relative slowdown

makes it possible to compare events even when a previous variation caused some shift in absolute

time. More importantly, causal regions allow to clearly distinguish whether the date of a given

event is exclusively caused by some variation or not. If this is the case, a clear verdict is possible –

as described above. However, the presence of multiple variations may also lead to more complex

situations. Causal regions of different variations may, for instance, overlap. Notably, a variation

may itself fall inside the causal region of another variation. The two variations consequently

form a kind of chain. In this case, the final verdict is not always obvious. Consider, as an

example, a favorable variation followed by an unfavorable variation. The unfavorable variation

might possibly amplify the effects of a cTA. But, it may also be the actual cause of a relative

slowdown between the two executions. The definition in its current form cannot be used to

provide a definitive verdict for such chains, only for individual variations within the scope of

their causal region.

3.4 Concluding Remarks

As indicated above, the main strength of the proposed definition is that it can cleanly identify

the causal region where a variation impacts the dates of other events. At the same time, this

leads to a new problem that has not been identified before: What is the combined impact

5Note that this is not necessarily the case and thus needs caution [13].
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of chains of variations with overlapping causal regions? A first attempt to tackle this prob-

lem could be to take the increase/reduction of variations into account for events that are in

the overlapping causal regions. The relative slowdown would then be amplified/weakened by

subsequent variations, depending on the respective change of the variation.

However, it is questionable whether offsetting the relative slowdown in this way is adequate

in all situations. This is linked with a second open question. Recall that the above definition

assumed a simplified architecture model. Notably, variations were assumed to be independent

from each other. This, evidently, is not the case in real computer architectures. For instance, a

cache miss may evict useful data and thus provoke a subsequent cache miss. The two variations

in this case would be causally linked. This connection is not represented in the ETDG, which

only captures the relationship with regard to dates, not latencies. This, more generally speaking,

refers to the impact of the state of the program and/or hardware and potential consequences in

terms of the timing behavior of instructions. The problem here is that a state change, in itself, is

difficult to classify as favorable or unfavorable. The change in terms of the timing behavior may

furthermore not be immediately linked to an instruction. For instance, arbitration or scheduling

decisions might depend on the internal hardware state. This might change the assignment of

instructions to functional units and subsequently impact timing. A variation here may indirectly

impact the arbiter/scheduler, e.g., by increasing or reducing the queue fill level of a reservation

station. Similar effects may even be observed without any variation, which raises the question

whether other effects, aside from latency variations, should be considered when studying cTAs

and aTAs. It seems to me that these causal links have to be investigated further – and notably

have to be taken into consideration when analyzing chains of variations.

Work has recently started to address (some of) these issues in a collaboration with colleagues

from CEA List. The objective is to refine the definition proposed above by covering in more

detail the actual hardware state, by considering indirect forms of causality, and, eventually,

study the effects of chains of variations. In addition, we would like to study whether other

aspects of the computer architecture, aside from the pipeline, can be modeled through the

ETDG, e.g., branch predictors, caching policies, and speculative execution. Last, but not least,

we are currently investigating a definition for aTAs. It seems tempting to simply mirror the

definition for cTAs, i.e., by checking for an unfavorable variation and a relative slowdown.

However, amplification anomalies are often characterized by a variation in combination with an

additional resource conflict, which may occur after, but also before the variation itself. In the

latter case the acquisition event of the variation itself is already delayed, which is obviously not

detectable as a relative slowdown from the variation’s release event.





Chapter 4

Predictable and Analyzable

Computer Design

(Predictable) Yeah, that’s the mood I’m in

The Kinks, Give the People What They Want, Predictable (1981)

As outlined in the previous chapter, timing anomalies threaten the validity of timing analysis

results or, at the very least, make timing analysis considerably harder. The problem is, however,

that modern off-the-shelf computer architectures are so complex that virtually all of them exhibit

this phenomenon. This lies in the way computer architectures are usually designed. The main

focus is on average-case performance (and today evidently also power consumption). This can

be summarized by a catchphrase from the textbook of Patterson and Hennessy [106]: “Make the

Common Case Fast”. The common case is often optimized at the expense of other aspects. This

leads to powerful designs that offer great peak performance. At the same time, these designs

tend to be complex and, when the optimization strategy fails, may suffer from considerable

performance degradation compared to their peak performance.

The T-CREST project,6 a STREP project of the 7th Framework Program for Research

and Technological Development of the European Union, thus set out to explore an alternative

design approach. Following the catchphrase coined by Martin Schöberl “Make the worst case

fast and the whole system easy to analyze” [115], the project aimed to design a predictable

many-core computer architecture, including the processor core [119], the interconnect between

processors [25, 117, 79], the memory hierarchy [3, 35], the interconnect to access a shared main

memory [118], and the controller to access main memory itself [81]. Each of these hardware

elements was designed with predictability and analyzability in mind, i.e., they were supposed

to be easily analyzable with regard to the WCET. To achieve this the project generalized ideas

from a previous European project, Jeopard,7 to general-purpose computer architectures and

adopted strategies inspired from the, back then popular, Very Long Instruction Word (VLIW)

design philosophy [46], which exposes architecture features to the compiler.

In the following, I’ll discuss the overall design of the T-CREST platform and then dive into

specific aspects. It has to be noted that many PhD students, post-docs, and various institutional

partners contributed to this project, I’ll thus focus on aspects to which I contributed the most.

6http://www.t-crest.org/
7http://jeopard.org/
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4.1 Overview

Figure 4.1 provides on overview of the design of the T-CREST platform focusing on the processor

core (a), the inter-core NoC (b), and the memory interconnect (c).

A Patmos core consists of a dual-issue VLIW pipeline, where up to two instructions can

be fetched as an instruction bundle. The two instructions of a bundle traverse the pipeline in

lockstep ( ), starting in the IF stage and completing at the WB stage. Register values are read

in the ID stage and written in the WB stage ( ), where register values are possibly forwarded

to the EX stage as indicated by the arrows leading back. This corresponds more or less to

a textbook implementation of a simple pipelined processor [106]. However, the design of the

Patmos core and the T-CREST platform have some (tightly connected) particularities:

Full Predication: All instructions of the Patmos processor can be predicated, i.e., when the

predicate evaluates to false the instruction turns into a NOP. This is inline with the VLIW phi-

losophy of moving complexity out of the hardware and instead exposing some

hardware internals at the Instruction-Set Architecture (ISA) level [116]. This way the com-

piler can optimize the code [21], while making the hardware operations visible to the WCET

analysis tool [22].

Globally Asynchronous: The various cores in a T-CREST many-core share the same

clock, without requiring global guarantees on clock synchronization. This is akin to the Globally

Asynchronous Locally Synchronous (GALS) design approach and allows, for instance, to have

a completely asynchronous NoC [79]. The data exchange between the asynchronous NoC and

the Processor cores is ensured by a specially designed network memory interface [123].

Memory Interfaces: A Patmos core is connected to two independent memory interfaces,

one to access local memory and the NoC (Figure 4.1b) and another one to access the globally

shared main memory (Figure 4.1c). Both interfaces are tailored to the specific access patterns

respectively. For instance, the NoC is connected to two independent network interface memories

(NI and NO in Figure 4.1a) to enable full-duplex communication and avoid interference between

accesses from the NoC and the core itself [123]. The shared main memory, is accessed through a

tree arbiter [118] that is based on Time-Division Multiplexing (TDM) and eventually broadcasts

memory responses to all cores – this approach today is often called a split transaction bus [63].

EX1EX2
MEM1MEM2

WB1WB2
IDIF

RF

DCMC SC

To/from Memory

LMNI NO

From NoC To NoC

(a) Patmos processor core.

C1,1

C1,2

C1,3

C2,1

C2,2

C2,3

C3,1

C3,2

C3,3

(b) T-CREST NoC.

C1,1 C1,2 C1,3 C2,1 C2,2 C2,3 C3,1 C3,2 C3,3
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(c) T-CREST memory tree.

Figure 4.1: Design of the Patmos processor core and the T-CREST many-core platform.
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Caches: Patmos also offers a set of special caches, a method cache [35] for instructions,

a stack cache [3] for local stack data, and a general-purpose data cache. The operation of

these specialized caches is again exposed through the ISA [116] and explicitly managed by the

compiler [62] – these operations are also visible to the WCET analysis tool [70, 64, 23].

Stalling: The design of the memory interface/caches enables another particularity of the

pipeline: there is only a single source for stalling in the MEM2 stage. As stated above, the caches

are managed by the compiler through dedicated instructions as indicated by the dashed arrows

in Figure 4.1a ( ). Only these instructions can trigger a cache miss and thus stalling. Notably,

there are no implicit instruction cache misses, since only branch, jump, or call instructions can

provoke a miss for the method cache. In addition, a stall halts the entire pipeline.

The above list of particularities ensures that Patmos is composable and free from timing

anomalies. At the pipeline level this trivially follows from the fact that there is only a single

source for stalling and that the entire pipeline is stalled. Consequently, the pipeline state for an

instruction that potentially causes stalling is always the same independent of whether stalling

actually occurs and independent of the duration of stalling. This implies, for instance, that,

according to the definition of counter-intuitive TAs from the previous chapter, the relative

distance between events in-between variations is always the same, which excludes TAs. The

processor is thus predictable and analyzable, i.e., it is easy to analyze Patmos programs simply

by: (i) bounding the number of instructions, each adding a baseline latency of one cycle,

(ii) bounding the number of stall cycles, which can be derived by analyzing the caches’ states [70,

23, 24] and analyzing contention on the memory tree [118], (iii) determining the program path

that maximizes both of these. In addition to the pipeline of the processor core, the platform is

comprised of various caches, memory interfaces, and interconnects, which consequently have to

be considered to judge whether the whole T-CREST platform actually is analyzable.

4.2 Interconnects

The T-CREST platform consists of two separate interconnects, a NoC for inter-core communi-

cation and a separate arbitration tree to access main memory. This choice is not obvious, why

use a dedicated interconnect for the memory when there already exists a network between all

cores? This question was heavily debated among the project partners. The main outcome from

this discussion was that memory traffic is special in the sense that all cores have to access main

memory, leading to a one-to-many communication pattern. The main obstacle in this case is

not the interconnect, but the memory itself, which in a many-core platforms can quickly become

the bottleneck (see Chapter 5). It thus makes sense to fine tune the memory interconnect of

such a many-core platform to the needs of the memory. Furthermore, since the (unique) shared

memory is only able to process one memory request at a time, a much simpler broadcasting

mechanism can be used to deliver responses from the memory to the cores. I was involved in

the discussions, but not the actual implementation of these ideas. I thus refer interested readers

to the respective papers [81, 118]. However, it is important to note that the memory intercon-

nect is based on TDM and thus preserves compositionality and analyzability of the T-CREST

platform as whole – TDM and its properties are revisited in more detail in Chapter 5.
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4.2.1 Network-on-Chip

The second interconnect of the T-CREST platform is intended for inter-core communication.

The use of such on-chip networks in real-time systems has been explored before [49, 55, 15].

However, real-time guarantees were usually obtained through virtual channels in these net-

works. These virtual channels allowed to isolate a communication flow from other flows traveling

through the network. But, all flows still shared the same communication links. Consequently,

these networks had to be able to buffer data at all routers in order to ensure this isolation, e.g.,

when a higher-priority flow blocks a lower-priority flow on a link. This lead to prohibitively large

routers, sometimes even larger than individual compute cores [117]! Another issue with these

approaches was that the buffer sizes were application dependent. Consequently, it would have

been challenging to accommodate changes in communication needs in a deployed system. Last,

but not last, these networks were usually also intended to connect the cores to main memory.

This, aside from the arguments outlined above, leads to more complex network interfaces at

the cores. For one, interference between communication flows and memory accesses may then

occur. In addition, the network interface has to be able to dispatch incoming packets internally.

The T-CREST Approach: As illustrated by Figure 4.1a each core in the T-CREST plat-

form is equipped with two network interface memories, NI and NO for incoming and outgoing

flows respectively [123]. This avoids all interference between incoming and outgoing flows as

well as memory accesses. The network interface then essentially becomes a pair of, rather sim-

ple, dual-ported memories – each with a read and a write port. Incoming packets are directly

deposited in the NI memory, while outgoing packets are directly sent from the NO memory.

Each of the memories’ two ports can, furthermore, operate under different clocks – recall that

the T-CREST platform follows the GALS strategy. Consequently, the NoC and the cores can

use different clocks essentially for free – notably, without an additional penalty in access times.

With this design in-place only two questions remain. How does the network interface know

where to deposit/retrieve incoming/outgoing packets? How do packets travel across the NoC?

Network Interface: In addition to the network interface memories an additional hardware

component is required that injects outgoing packets into the network and records incoming

packets. In the simplest case, the network interface memories could be used as FIFO queues.

The network interface and processor could then simply push/pop packets at the respective

opposite ends of these queues. A downside of this approach would be that packet processing

on both sides would need to be tightly synchronized. A better alternative is a programmable

network interface that can execute a predefined communication schedule. I was not involved in

the actual implementation of this interface and thus refer interested readers to the paper [123].

This approach lends itself to the time-triggered [78] or LET-based system designs [77]. Both

models are popular high-level strategies to achieve predictable behavior in distributed real-time

systems. I thus would like to emphasize that this design fosters analyzability at this higher level

of abstraction. In terms of the processor pipeline, accesses to the network interface memories

are free from any interference, similar to accesses to the local scratchpad memory (LM), and

thus guaranteed to complete in a single cycle, which ensures predictability and analyzability.
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Network Design: In the course of the T-CREST project actually several NoCs have been

developed, all able to interface with the above network interface, while offering trade-offs in

terms of flexibility and implementation complexity [117, 79, 72]. I was involved in two designs:

a compact and efficient synchronous network [117] as well as a completely asynchronous de-

sign [79]. Both are based on two common design choices: (i) there are no buffers inside the

network and (ii) packets travel through the network along predefined routes following a prede-

fined schedule. The former point implies that the NoC does not provide, and actually does not

need, any mechanism to handle back-pressure. This simplifies the router design, which have

been considerably smaller compared to other network designs at the time. The final NoC of the

T-CREST platform, Argo [72], was estimated to be about 3.5 times smaller than the comparable

Aelite NoC [55]. The inability to exert back-pressure implies that conflicts, i.e., two flows that

have to traverse the same link at the same time, have to be avoided by design. One option to

achieve this would be deflection [96], where conflicting packets would simply be forwarded to a

different output port – and thus take a detour. At first sight, this approach does not seem to be

suited for real-time systems, since deflection may complicate the computation of communica-

tion delay bounds. The approach still has been explored in recent work [110]. In the T-CREST

project we opted for a simple approach based on a precomputed TDM schedule [25, 127]. Each

router is equipped with a small Read-Only Memory (ROM) holding the schedule. Alternatively,

the route could be encoded in the packet headers. In this case, the schedule would advance

whenever a new packet is injected into the network. Again, this design caters to analyzability

at a higher level of abstraction, such as the time-triggered or LET models [78, 77].

I will now provide a brief overview of the asynchronous NoC design in order to highlight a

nice synergy between this high-level design and the actual implementation. Figure 4.2 illustrates

the internals of an asynchronous router. The structure overall, more or less, resembles a classical

synchronous design (b). Data arriving at one of the input ports (left) passes through a series of

multiplexers (middle) until they reach the desired output port (right). The actual path taken

by the data is determined by the control logic at the bottom. In a synchronous design, registers

would hold the values from the input ports and control logic stable as the data is transferred.

This ensures that after some time the values at the output ports stabilize before being registered.

(a) Handshake registers at router ports. (b) Data-multiplexing within the router.

Figure 4.2: Design of a loosely-synchronizing asynchronous router [79].
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In an asynchronous design, however, there is no common clock. Instead, data moves between

handshake registers (a), which use two control signals (ack and req). The handshake succeeds

only when both, Prev.req and Next.ack, are asserted. This indicates that the new incoming

data is available and that the old data has moved on to the subsequent handshake register. The

propagation delays of these signals has to be controlled, such that no data loss may occur.

An interesting observation is that a network of routers, processing a common predefined

TDM schedule, loosely synchronizes neighboring routers, i.e., the various routers agree that

they can move on to the next step in the TDM schedule and thus agree on the progress of time.

This means that data moves through the routers in waves according to the schedule, which

in-turn trigger handshakes and thus serves as a form of clock. It is then possible to analyze this

clock [79] using standard hardware design tools. The synchronization, furthermore, propagates

along the routes of the various flows and thus also synchronizes the network interfaces [123].

At the borders, the network thus behaves much like a synchronous network would [79] – albeit

with a much lower power consumption.

4.3 The Stack Cache and Its Analysis

The use of the stack to store the values of local variables and information on the state of the

call stack (return addresses, saved register values, etc.) follows very specific patterns. First,

memory allocation and deallocation naturally follow the Last-In First-Out (LIFO) order (hence

the stack) and are tied to the nesting of function calls. Second, stack data of a function is in

large parts private to that function, relatively small, and thus offers a high degree of spatial

as well as temporal locality. These access patterns nicely match a relatively simple cache

organization based on a circular buffer that only requires a small memory and two pointers,

stack top (ST) and memory top (MT). The former points to the top stack data item that is

present in the cache – similar to the usual stack pointer in traditional processors. The latter

points to the first stack data item that is stored in main memory. All stack data between ST

and MT is consequently cached. Data transfers between the cache and main memory are always

performed using MT, following the allocation/deallocation pattern of nested function calls. The

idea is then to perform all (most)8 stack data accesses through the cache memory.

This idea was first proposed in the context of Java processors [102, 114] in order to imple-

ment the ISA of the Java Virtual Machine – a stack machine. The concept is also related to

register windows, used, for instance, in early RISC designs [107] and later the SPARC archi-

tecture. In the context of the T-CREST project we adapted the concept to general-purpose

processors [3, 4] by breaking the operation of the stack cache down into three elementary in-

structions: (i) stack reserve (sres k), which allocates k bytes on the stack cache, (ii) stack

free (sfree k), which deallocates k bytes, and (iii) stack ensure (sens k), which makes sure

that at least k bytes of stack data are present in the cache’s memory. These operations are

implemented as dedicated instructions in the Patmos ISA [116]9 and are used by the com-

8Certain access patterns to stack data are not compatible with the stack cache.
9It is also possible to implement those operations as functions using a simple scratchpad memory [69].
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(a) Logical stack (bottom) and cache content.

func A() {
sres 2;
call B;
sens 2;
call C;
sens 2
sfree 2;

}

func B() {
sres 3;
call C;
sens 3
sfree 3;

}

func C() {
sres 2;
sfree 2;

}

(b) Program with stack control instructions.

Figure 4.3: Usage of the stack cache across the execution of the functions A, B, and C for a
stack cache size of 4 elements.

piler when entering a function (sres), after returning from a function call (sens), or be-

fore returning from a function (sfree) [21]. In addition, the compiler uses dedicated stack

instructions to accesses stack data, e.g., sws and lws to store, respectively load, a 32-bit value

to/from the stack [21].

Example 16 Figure 4.3 shows a Patmos program with stack control instructions (b) along

with the logical stack data (a) at the bottom and the content ( ) of the stack cache over time.

Assuming an empty stack cache, function A allocates space for two stack elements (red area ).

One of theses stack elements is evicted, or spilled ( ) from the cache by the sres of B, since

the size of both stack frames would exceed the total cache size of 4 elements. Similarly, the sres

of C evicts two elements ( ) belonging to the stack frames of A and B.

The functions’ stack frames are deallocated using sfree instructions, which do not perform

any memory transfers and only update pointers, i.e., move the stack top to the left in the figure.

The data evicted during function calls has to be loaded back into the cache, or filled ( ),

using sens instructions. Function B, for instance, fills a single stack element after the return

from C, while A has to fill its entire stack frame.

As illustrated by the example only the sres and sens operations may actually access the

underlying backing store. Also, the number of bytes that have to be transferred by spilling

or filling can easily be bounded, even without any analysis: in the worst case the entire stack

frame of the current function has to be transferred. The size of a function’s stack frame is

typically fixed in critical systems, since dynamic memory allocation is usually avoided. This

simple bound already allows to conclude that the stack cache is indeed analyzable. However,

these bounds are also pessimistic. I’ll thus briefly describe an efficient inter-procedural analysis

that provides tighter bounds.

4.3.1 Analysis

Let’s review the operation of the stack cache, before diving into the analysis itself. Memory

transfers are performed in chunks and may either involve spilling or filling. Spilling occurs when
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the amount of stack data (MT− ST) plus the size of a new allocation, k for an sres k, exceeds

the total cache size |SC|. Filling, on the other hand occurs when the amount of stack data

(MT− ST) in the cache is smaller than k for an sens k. The number of bytes to be transferred

can thus be computed as follows:

spilling: max(0, (MT− ST) + k − |SC|) (4.1)

filling: max(0, k − (MT− ST)) (4.2)

With regard to a specific stack control instruction, k and |SC| are constants and consequently

the only dynamic component is the fill level of the cache (MT − ST). We call this fill level the

occupancy. All a stack cache analysis has to do is compute possible occupancy values before each

stack control instruction. For sres operations we are interested in the maximum occupancy,

while for sens operations we are interested in the minimum occupancy.

As demonstrated by the example in Figure 4.3, the occupancy depends on the nesting

of function calls. The occupancy generally increases with each nested function call. At the

same time, we can observe that calling another function may reduce occupancy, i.e., the sres

operations within the called function, and any of its nested function calls, spills stack data to

memory. We call this the displacement of a function. As for the occupancy, it is possible to

compute the maximum and minimum displacement.

An interesting observation is that the minimum/maximum occupancy after a function

call (o′/O′) can be computed quickly from the initial occupancy (o) and the minimum and

maximum displacement, denoted by d and D respectively:

maximum: o′ = o− d (4.3)

minimum: O′ = o−D (4.4)

These observations allow us to formulate the stack cache analysis problem efficiently in three

phases. A first phase analyzes the nesting of function calls using a weighted Call Graph (CG)

in order to compute the minimum/maximum displacement. The nodes in this graph represent

functions, while the edges represent call sites, i.e., instructions performing a function call.

The weight on the edge indicates the size of the stack frame of the calling function. The

second phase locally computes occupancy bounds on the CFGs of individual functions. The

minimum occupancy bound can then immediately be used to bound the maximum filling at

sens instructions. For sres operations another analysis on the CG is needed.

For brevity I’ll focus on the analysis of the minimum occupancy for sens operations from

here on [70], beginning with the maximum displacement computation on the CG and a function-

local data-flow analysis for the minimum occupancy.

Maximum Displacement: In order to compute the maximum displacement at a given

call instruction it suffices to compute the longest path from the edge of that instruction in the

CG to any leaf node. This computation is usually trivial for real-time software, since recursive

function calls are typically forbidden. Consequently, the CG is a Directed-Acyclic Graph (DAG)

and the displacement values can be computed in O(|N | + |E|)) using dynamic programming,

where |N | and |E| indicate the number of nodes and edges in the CG.
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For programs with recursion the computation of the maximum displacement can be modeled

using the IPET approach (see Chapter 2). The CG is here translated into an integer linear

program. The integer variables in this case model the number of times a given function/function

call is executed. Due to the recursion the CG may contain cycles, which potentially allow these

variables to grow indefinitely. It is thus necessary to provide upper bounds to the recursion

depth to the stack cache analysis. In addition, any other kind of linear constraint between these

variables can be used to encode additional constraints on the call relations within a program.

Minimum Occupancy: The use of the stack control instructions, as presented so far, en-

sures that the entire stack frame of a function is always present in the cache. The minimum

occupancy within a function can thus never be smaller than the size of the current stack frame.

The notable exception to this are of course function calls, which may temporarily evict parts

of the function’s frame – but never increase occupancy. The minimum occupancy at sens

instruction can thus be computed without knowing the occupancy when the function is entered.

The behavior of the stack cache can then be expressed as a simple data-flow analysis. The

domain of the analysis DSC = {0, 1, . . . , |SC|}, indicates the minimum occupancy before/after

a given instruction in the CFG of a function.

The transfer function (Equation 4.5) then has to model the evolution of occupancy values.

It suffices to consider only sens, sres, and call instructions, since all other instructions

do not impact occupancy (including sfree operations). The minimum occupancy after an

sres k operation trivially evaluates to k (first case). Even when the stack cache was initially

empty, space will be reserved to hold the entire stack frame of the current function. The same

is true for sens operations. The situation is different at call instructions (second case).

Here the maximum displacement of the call instruction (D(i)) has to be considered in order to

express the minimum amount of stack data that possibly can remain in the cache after the call

(max(0, |SC| −D(i))). If the displacement is too small no data was evicted and the occupancy

does not change. For all other instructions the occupancy does not change at all (last case).

In addition to the transfer function the combination operator needs to be defined (Equa-

tion 4.6). Since the minimum occupancy has to be computed it is sufficient to return the

minimum value over all incoming values from predecessor instructions.

t(i, In) =


k if i = sres k or i = sens k

min(In,max(0, |SC| −D(i))) if i = call f

In otherwise

(4.5)

a u b = min(a, b) (4.6)

Example 17 The weighted call graph of the Patmos program from Figure 4.3b is trivial:

A B C
2 3 2

2

where ◦ 2−→ A indicates the implicit call to A at program start. The maximum displacement of

the two calls in function A to B and C evaluates to 5 and 2 respectively. The analysis of the

minimum occupancy for the same call instructions then evaluates to 0 = min(2,max(0, 4− 5))

and 2 = min(2,max(0, 4− 2)). This coincides with the illustration from Figure 4.3a.
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Maximum Occupancy: The maximum occupancy can be computed in a very similar fash-

ion. However, contrary to the minimal occupancy, the state of the stack cache at function entry

is important and needs to be considered. It is still possible to retain the approach from before,

where the minimum displacement at function calls is precomputed on the CG and combined

with a function-local data-flow analysis. The main insight is that function calls may never

increase occupancy. Consequently, the local data-flow analysis can be used to precompute a

first bound of the maximum occupancy at each program point within a function. The final

bound can then be derived quickly from this first bound and the occupancy at the function

entry. It then only remains to compute the possible values of the occupancy at the entry of

each function. This requires an additional fixed-point computation on the CG, which allows to

efficiently compute fully-context sensitive [101, 75] stack cache states [70].

As shown above, the state of the entire stack cache is summarized by a single integer number.

This number can be computed efficiently through linear programming on the CG and a trivial

data-flow analysis. It is thus safe to conclude that the stack cache is indeed analyzable.

Furthermore, the compiler can use the results of the stack cache analysis and the access

patterns to the stack data in order to optimize the usage of the stack cache. Notably, sens op-

erations can be eliminated after function calls with a small displacement. Also, the argument k

of ensure operations can be smaller than the size of the total stack frame, if the compiler can

show that only the lower part of the stack frame is accessed. The layout of stack data can

thus be optimized to reduce or even eliminate memory transfers. Some of these optimizations

have actually been implemented in the course of the T-CREST project [21]. Accompanying

measurements showed that the stack cache overall also improves average-case performance [21].

4.4 Method Cache and Its Analysis

A central part of the Patmos pipeline design is the method cache, which avoids a particular

source of amplification TAs that may even appear in simple in-order pipelines. The issue is

that a memory/bus access while fetching an instruction may delay the memory access of a later

stage [53]. The method cache, originally proposed for a Java processor [135], avoids this problem

as follows. The cache consists of a small memory that stores the instructions of an entire Java

method. Consequently, all instruction fetches are guaranteed cache hits – which eliminates any

source of interference with data accesses and thus the aforementioned TA. The instructions of

a method are loaded to the cache on function calls and returns by dedicated call and return

instructions. These instructions are executed much like regular instructions that access data in

memory. Notably, the memory/bus is accessed in the same pipeline stage as for regular data

memory accesses. This design can also be seen as a crossover between regular instruction caches

and scratchpads and thus is sometimes also called a dynamic instruction scratchpad [135].

For the T-CREST project we extended this original design to general-purpose processors.

While I was not involved in the hardware implementation [35], I heavily contributed to tool

support [18, 21] and the ISA design. Contrary to Java byte-code methods, the size of functions

on general-purpose processors is not limited. It is thus not possible to pick a fixed cache size
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in advance that is guaranteed to work with all programs. Instead, functions have to be split

into smaller chunks, called code blocks [62], and the processor has to support calls, returns,

jumps as well as conditional branches both in-between and within code blocks. The Patmos

ISA consequently defines two variants of each control-flow instruction, one that can only refer

to branch targets within a code block and one that transfers control to another code block [116].

Only the latter form of control-flow instructions can cause cache misses, which are resolved in the

MEM2 stage (see Figure 4.1a) like data memory accesses. This eliminates potential bus conflicts

– and consequently amplification TAs – between control-flow and memory access instructions.

4.4.1 Compiler Support

The method cache evidently requires proper tool support in order to split functions into code

blocks and correctly place the proper control-flow instructions. We thus implemented a dedi-

cated optimization pass [62] in the LLVM-based10 Patmos compiler [21]. This optimization pass

partitions the CFG into single-entry11 code regions and rewrites jumps/branches correspond-

ing to edges of the CFG that lead from one code region into another. Most importantly, the

compiler has to ensure that each region fits entirely into the method cache.

The optimization pass [62] computes the partitioning by traversing the CFG in a topological

order, starting at the function entry, which is marked as a region header. Whenever a new basic

block is visited two options are considered. Either the basic block is added to the current region,

i.e., the code region grows, or the basic block is marked as region header by itself, i.e., a new

region starts. A region can obviously only grow under certain conditions – notably when it does

not exceed the cache size and the single-entry property is preserved.

Example 18 Consider the CFG shown in Figure 4.4a and assume that all basic block have the

same size and that the method cache has a capacity to hold at most 4 blocks.

The compiler then would traverse the CFG starting at BB0, which is marked as region header.

Subsequently BB1, BB2, and BB4 are visited. At this point the current code region has a size

of 4. It is thus no longer possible to grow that region. Consequently, BB3 is marked as a region

header when it is visited. Next BB5 is visited. However, its two predecessors are in different

code regions. It thus has to be marked as a region header, as indicated in the figure.

10https://llvm.org/
11This is due to a restriction of early drafts of the Patmos ISA, where inter-code-block jumps were limited to

the beginning of the code block. This has been partially relaxed in the meantime.

BB0

BB1 BB2

BB3 BB4

BB5

(a) Simple partitioned CFG.

BB0

BB1

BT

BB3BB2 BB4

BB5

(b) CFG with a jump table (switch statement).

Figure 4.4: Partitioning of the control-flow graph into single-entry regions for the method cache.

https://llvm.org/
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The algorithm outlined above only works for simple CFGs with a topological ordering of the

basic blocks. The compiler is, however, able to handle any kind of CFG. For this several special

cases have to be handled. CFGs with loops, for instance, require some preprocessing in order

to establish an order in which the basic blocks should be visited. Even so the algorithm from

above cannot decide whether to grow a region or not when a loop is reached. Due to their very

nature, loops may only be added to a code region entirely or otherwise have to be split into

smaller subregions. The algorithm thus requires some knowledge on loops during the traversal.

Jump tables, which are often produced by compilers to implement C-style switch state-

ments, are another issue. In order to reduce the code size and minimize the number of branches,

the compiler computes an index from the switch’s condition expression. Using this index a

jump table is accessed in order to dynamically compute the basic block where the execution

should continue. At the assembly-code level this is implemented as a memory load followed by

a register-indirect branch. These indirect branches have to be taken into consideration when

forming regions. Similar to loops it is not possible to consider each successor basic block indi-

vidually in order to grow the current region. Either all successors are added to the same region

or otherwise all of them have to be marked as region headers. It turns out that this special case

can be handled by creating an artificial loop and simply applying the strategy to handle loops.

Example 19 Figure 4.4b shows a CFG with a register-indirect branch at the end of BB1, as

indicated by the highlighted edges ( ). In addition, the artificial loop associated with the jump

table is shown. For one, a new node BT is introduced which serves as a unique entry point to

the basic blocks referenced by the jump table. Secondly, edges connecting these basic blocks to

form a loop are added to the CFG ( ).

Assuming again a method cache with 4 blocks and a uniform size of the basic blocks, the

algorithm would visit BB0 followed by the artificial loop node BT. At this point the algorithm

checks whether it is possible to add all the loop’s nodes to the current code region. This is not

the case and consequently BB2, BB3, and BB4 are marked as region headers. The algorithm

then continues as usual from there on.

As the previous examples show, there are different ways to partition a given CFG. The

compiler uses heuristics in order to guide how regions are grown. However, we have not explored

optimizations that explicitly aim at improving the WCET. Simulation results, however, show

that the method cache, even with this rather basic compiler support, is competitive in terms of

average-case performance [62, 33]. We will next investigate its analyzability.

4.4.2 Analysis

During the execution of a Patmos program, the processor fetches and executes instructions from

the method cache, which in turn refers to the code blocks computed by the compiler, explained

above. The state of the method cache thus needs to be analyzed to derive WCET bounds.

Before discussing the details of the associated analysis for the method cache, let’s revisit

the main differences to standard instruction caches from an analysis perspective. First off,

in a standard instruction cache, misses usually occur early in the pipeline, e.g., the IF stage
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in Figure 4.1a. This can be the source of amplification TAs [53], if not handled by special

mechanisms [52]. The ISA and pipeline design of the Patmos processor ensures that misses in

the data cache, stack cache, and method cache may never occur simultaneously, which excludes

this pattern of aTAs. In standard caches instructions are fetched through fixed-size cache

blocks. The mapping of instructions to those cache blocks, naturally depends on the address of

the instruction, but also the size of those cache blocks. Modifying the code or cache parameters

may consequently alter this mapping, which may have a considerable impact on the cache’s

performance. This also means that it is difficult to dynamically change the addresses of code,

e.g., for defense mechanisms such as address space layout randomization [44]. For the method

cache, misses may only occur at dedicated control-flow instructions. The locations where cache

misses may occur thus can be identified more easily, and can also be controlled more easily

by the compiler. Cache parameters are also less relevant here – as long as every code block

still fits into the method cache. The number of cache misses still depends on the placement of

the code blocks within the cache. However, code blocks are typically much larger than usual

cache blocks. Consequently, a smaller number of code blocks has to be tracked in a method

cache compared to the number of cache blocks in a traditional instruction cache. This allows

method cache designs where the placement of code blocks in the cache is independent from the

block’s address. The cache state thus is independent of actual addresses, which merely serve as

code block identifiers. Arguably, there are also downsides. Notably, it is challenging to process

variable-sized code blocks in hardware [33].

As mentioned in Chapter 2, it is possible to analyze the timing behavior of programs that

make use of caches. The objective is to determine for each memory access (load, store, or

instruction fetch) a classification [5, 97, 45] according to four different categories: (i) always

hit (AH), (ii) always miss (AM), (iii) not classified (NC), or (iv) first miss (FM). The first two

categories, as their names suggest, indicate whether the given memory access always exhibits the

same behavior. If the analysis is neither able to prove that the access always hits or misses, the

access is usually considered as not classified. The last category refers to cache persistence and

allows to recover information for certain kinds of accesses that otherwise would be considered

not classified. A cache block is persistent with regard to a specific scope, i.e., part of a program,

when it stays in the cache once it was loaded into the cache, while executing within that scope.

One way to derive those classifications for the memory accesses of a program is to compute

conflict sets [98, 32, 64]. A conflict set is usually defined with regard to a memory block m [128],

i.e., an address range in memory that is potentially loaded into the cache as a cache block, and

denotes the set of conflicting memory blocks that map to the same cache set as m and that

are loaded into the cache along with m. From the size of m’s conflict set it is then possible to

judge whether m might still be in the cache or not. If the conflict set is sufficiently small, i.e.,

its cardinality is smaller than the cache’s associativity, then m is known to be in the cache. As

conflict sets are an over-approximation, the inverse does not mean that m actually was evicted.

The notion of conflict sets can easily be adapted for the method cache. In the case of the

method cache, code blocks are considered to be memory blocks instead of the traditional cache

blocks. However, due to the variable size of the code blocks, it is not sufficient to consider
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the set’s cardinality alone. In addition, the combined size of the code blocks appearing in a

conflict set has to fit into the cache as well. In the following paragraphs, a data-flow analysis is

presented that computes conflict sets for the method cache.

Auxiliary Definitions: The method cache internally uses a tag memory to keep track of

code blocks present in the cache:

Definition 2 A method cache configuration is specified by a pair 〈a, s〉, where a indicates

the number of entries in the tag memory and s the size of the cache memory (in bytes).

The code blocks are stored in memory and loaded into the cache on demand. The tag

memory then stores an identifier of the code block and the cache memory the associated code.

Since cache analyses usually use the term memory block, this term is used from here on.

Definition 3 A memory block m ∈ MB (aka. code block) specifies an address range in main

memory that is potentially loaded into the method cache. The set of memory blocks accessed by

the program is given by MB. Each memory block is associated with a non-zero size in bytes via

the function size : MB→ N+.

One can then define a test to check whether a conflict set fits into a cache according to its

cache configuration:

Definition 4 A conflict set C ⊆ MB fits into a cache with a given cache configuration 〈a, s〉,
if the set’s cardinality |C| (tag memory) and size (cache memory) are smaller than or equal to

the associativity and size of the cache respectively:

fits〈a,s〉(C) = |C| ≤ a ∧
∑
m∈C

size(m) ≤ s. (4.7)

Abstract Domain: We define an abstract domain using families over power sets of the

program’s memory blocks (P(MB)). These families (indicated by double stroke letters, e.g., A)

represent an over-approximation of the concrete conflict sets on sub-paths starting at an access

to a given memory block m ∈ MB . However, one notices that conflict sets may only grow larger

as sub-paths get longer. We thus only need to track conflict sets that are small enough to fit

into the cache and replace conflict sets, that do not fit, by the special symbol Aleph (ℵ):

Definition 5 The abstract domain is given by D = P({ℵ} ∪ P(MB)). The special symbols

⊥ = ∅ ∈ D indicates the absence of analysis information, while ℵ indicates the presence of

conflict sets that do not fit into the cache (c.f. Definition 4).

Definition 6 From a family I ∈ D the cache hit/miss classification is derived as follows: always

hit (AH) if ℵ /∈ I, always miss (AM) if I = {ℵ}, or not classified (NC) otherwise.

Transfer Function: Reusing the notation for the dot product of two families from previous

work [95] A · B = {S | ∃A ∈ A, ∃B ∈ B : S = A ∪ B}, we define the dot product for values

from the abstract domain from above. It replaces conflict sets that do not fit into the cache

by ℵ (right), which is needed in the transfer function defined below:
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Definition 7 The dot product with cardinality and size constraints for a given cache

configuration 〈a, s〉 is given by:

A
〈a,s〉· B = {S ∈ A ·B | fits〈a,s〉(S)} ∪

{
{ℵ} if ∃R ∈ A ·B : ¬fits〈a,s〉(R)

∅ otherwise

The transfer function models the evolution of the conflict sets along sub-paths with respect

to a memory block m, considering a cache configuration 〈a, s〉.

Definition 8 The transfer function takes two arguments, a CFG node n and a family of

conflict sets I ∈ D, representing all sub-paths starting at another access to m or the program

entry and ending right before n:

t〈a,s〉m (n, I) =

 {{mb(n)}} if mb(n) = m

I
〈a,s〉· {{mb(n)}} otherwise.

The transfer function produces a new family in D that either represents extensions of the

various sub-paths by appending the memory block accessed by n (indicated by mb(n)), or a

new sub-path starting at n, i.e., after accessing m if mb(n) = m.

Combination Operator: The combination operator merges the analysis information along

sets of paths at confluence points, i.e., control-flow nodes with multiple predecessors.

Definition 9 The combination operator takes two (or more) families of conflict sets A and

B from disjoint sets of sub-paths as input and produces their union:

A uB = {S | S ∈ A ∨ S ∈ B}.

Data-Flow Equations: Applying the transfer function and combination operator to a given

CFG of a function/program yields a set of data-flow equations (see Chapter 2). A crucial element

when building those equations are the initial values of the data-flow variables. In the case of

the conflict-set analysis the data-flow variables are initialized to ⊥ everywhere, except for the

function/program entry, where the initial value is ℵ (or any value other than ⊥, e.g., when

information is known about the possible cache state). This ensures the computation of valid

conflict sets at all program locations that are reachable from the entry.

The above analysis is performed for each memory block of the program individually and

computes for every instruction the set of all possible conflict sets since the last access to that

memory block. Despite the optimization using ℵ, which replaces conflict sets that no longer

fit into the cache entirely, this analysis may produce a large number of conflict sets. It is thus

important to use an efficient data structure and avoid redundant computations of identical

conflict sets as much as possible.

The most recent analysis developed for the method cache [23, 24] thus combines ideas from

a previous method cache analysis developed within the T-CREST project by Huber et al. [64]

and the stack cache analysis [70] described in Subsection 4.3.1. These analyses both rely on a

function-local data-flow analysis that is used to annotate functions in the program’s CG. The
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information associated with the functions in some sense summarizes the impact of the function

on the cache state of the analysis. The most recent method cache analysis [23] adopts the same

strategy and introduces so-called cache summaries. In addition it uses an efficient data structure

based on Zero-suppressed Decision Diagrams (ZDD), very similar to Touzeau et al. [129].

Cache Summaries Overview: From the definition of the transfer function and combina-

tion operator, it is easy to see that conflict sets may evolve according to two basic rules. After

an access to a memory block m, only a single conflict set ({{m}}) is produced. Otherwise,

the conflict sets for m either stay the same, grow by adding new memory blocks to the sets, or

are replaced by ℵ.

Cache summaries thus have to capture the evolution of conflict sets with regard to a given

scope, which is simply a sub-graph G′ of a function’s CFG, according to four basic scenarios,

depending on whether we are interested in computing the cache state before an access to m

within the scope or whether the cache cache state at the exit(s) of the scope is supposed to be

computed. The various scenarios are depicted in Figure 4.5. Outer cache summaries are shown

in Subfigure (a). They represent all paths that cross through the scope without any access

to m (C and ) or that leave the scope after an access to m without passing through another

access to m (A and ). Inner cache summaries (b) represent paths that enter the scope of

interest and end with an access to m (BC and ) or that start at an access to m within the scope

and end with an access to m within the scope (BA and ). Cache summaries are computed

using data-flow analyses that are limited to the analysis scope (G′), but are otherwise very

similar to the conflict-set analysis presented above. I will thus only highlight relevant changes.

Outer Cache Summaries: The data-flow analysis that computes outer cache summaries

with accesses to the analyzed memory block m (i.e., the A analysis) is identical to the conflict-

set analysis above. The difference lies in the the initialization of the data-flow equations. All

data-flow equations are initialized to ⊥ everywhere. This means that non-empty conflict sets

are only produced during the analysis when m is accessed (cf. Definition 8).

In order to compute outer cache summaries without accesses to m (i.e., the C analysis) a

slightly modified analysis is needed. This time the transfer function needs to filter out conflict

sets after accessing m by producing ⊥:

A
+
C

(a) Outer Cache Summaries.

BA

+
BC

(b) Inner Cache Summaries.

Figure 4.5: Cache summaries with regard to a memory block ( ) in side a scope ( ).
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tC(G
′)〈a,s〉

m (n, I) =

 ⊥ if mb(n) = m

I
〈a,s〉· {{mb(n)}} otherwise.

(4.8)

In addition, the data-flow variables have to be initialized differently. Notably, the initial values

at entry points of the scope have to be set to {∅} (not to be confused with ⊥ = ∅).

Inner Cache Summaries: In order to compute inner cache summaries we again have to

consider two cases. The analysis information needed for the BC analysis is readily available from

the C analysis, which covers paths starting at any of the scope’s entry points. The same applies

for the BA analysis, which simply reuses the analysis information from the A analysis. In both

cases, it suffices to collect conflict sets right before accesses to m, the analyzed memory block.

Reusing Cache Summaries: An important benefit of cache summaries is that they can

be precomputed and later reused, either during the computation of other summaries or during

the actual computation of the final conflict sets. A simple, but in practice inefficient, way to

reuse conflict sets is as follows. As a first step the CFG is preprocessed by collapsing all the

sub-graphs that represent a scope, i.e., the entire scope is represented by a single artificial CFG

node with edges entering/exiting the scope redirected to that node. Next the transfer function

of the conflict-set analysis is modified in order to reuse the respective analysis information from

the C and A analyses at those artificial nodes:

t
〈a,s〉
m (n, I) =

 I
〈a,s〉· CG

′〈a,s〉
m u AG

′〈a,s〉
m if n is an artificial node for scope G′

t
〈a,s〉
m (n, I) otherwise.

(4.9)

As can be seen in this modified transfer function, the summaries replace a potentially costly

computation by a dot product and an application of the combination operator. This promises

to reduce analysis complexity, since applying those operators is more efficient than analyzing,

and even more reanalyzing, the scope’s sub-graph entirely.

This modified transfer function only uses the outer cache summaries in order to skip over

the sub-graphs of scopes. The inner cache summaries, in addition, allow to quickly compute

the cache state before accesses to m within the scope. Similar to the stack cache analysis, these

cache states can be computed by propagating analysis information between function calls on the

CG [23, 24]. In particular, this can be used to compute call-context-sensitive cache states on-

demand for any desired call context. Even more, the BA analysis provides information on cache

persistence and can be used to efficiently compute the largest scope for which a given memory

block is still persistent by traversing the CG and combining those inner cache summaries.

The cache analyses proposed in this section have been developed specifically for the method

cache. However, they can also be applied to traditional caches with fixed cache block sizes.

While it is difficult to compare cache configurations of the method cache with those of tra-

ditional caches, it appears that the method cache is competitive in comparison to traditional

caches in terms of analysis time and precision. This is illustrated by Figure 4.6, which com-

pares persistence results between a traditional cache (4-way set associative with 4 KB size) and
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(a) Traditional instruction cache.
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(b) Inner Cache Summaries.

Figure 4.6: Amount of code (normalized) classified as not reused/persistent/potentially non-
persistent/non-persistent.

a method cache (16 entry tag memory and 4 KB size). The results are similar overall. The

traditional instruction cache achieves better results for 10 of the benchmarks, taken from the

TACLe benchmark suite [43]. Noticeable improvements (complex-updates, filterbank,

iir, lift, md5, and sha) can mostly be attributed to bad choices during the code region

formation for the method cache. The compiler often grows regions containing loops too ag-

gressively – see Subsection 4.4.1. The method cache, on the other hand, shows better results

for 9 benchmarks. Here pronounced improvements (gsm-enc, petrinet, rijndael-dec,

rijndael-enc, statemate, and test3) can usually be explained by a better utilization of

the cache memory.

4.5 Concluding Remarks

The T-CREST project was a very fruitful and, in my opinion, impactful project. It allowed me

to explore a variety of topics, ranging from compiler-related problems [21, 62], over processor

design [119, 18], cache design and analysis [3, 70, 4, 2, 100, 99, 23, 24], to issues in NoCs [117,

25, 79] and WCET analysis overall [19, 20, 22].

The main strength, and also weakness, of the work in this project was its broad scope and

the aim of producing an entire many-core platform that is predictable and analyzable. This

holistic approach allowed us to test many ideas and integrate them into an, ultimately, mature

platform. This enabled, and still enables, the development of new ideas within the project and

beyond. However, despite the large scope, the project’s scope was not large enough in certain

ways. Notably, work was mostly focused on the design of the hardware platform along with the

necessary tool chain. Other aspects received considerably less attention. Notably, we did not

have sufficient time and resources to work on programming models, (operating) system-level

support, and the accompanying analysis tools. Consequently, it was not possible to evaluate

and thoroughly scrutinize many of the hardware design choices and developed concepts. Some

of this work, but not nearly enough, has been done after the end of the project. The comparison

between traditional instruction caches and the method cache, discussed before, is an example
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of this. Furthermore, recent work [67] attempted to integrate the T-CREST NoC with the

PRET architecture [40], with the ultimate goal to support Lingua Franca [88]. Lingua Franca

is a programming language/framework aimed at the development of distributed programs with

predictable behavior. The T-CREST platform/NoC appear to provide an ideal platform for

such a language in order to enforce its predictability guarantees. It will be thrilling to see

whether this is actually the case.

While the T-CREST project initiated the first multi/many-core platform and many of its

ideas and artifacts have been adopted later on [50, 36, 67], we often traded predictability against

performance. At the processor core we tried to offset this by adopting the VLIW philosophy,

which promises to offers parallelism under the control of the compiler. However, overall, the

performance that the the platform can provide is limited by several factors. First off, a good

compiler is a must for a VLIW architecture [46], which causes a considerable engineering effort

and thus binds resources. The platform provides caches, but lacks coherence mechanisms [133],

which reinforces the need for a high-level programming model adapted to the platform [67].

The use of TDM-based isolation also causes a considerable performance loss. The memory

hierarchy, which has already gained considerable attention over the years [73, 39, 111, 93, 133],

thus remains a particular challenge.

In short, predictable high-performance platforms necessarily will have to be more complex

than the T-CREST platform and employ techniques found in modern general-purpose proces-

sors, including speculative execution, prefetching, large shared caches, coherence protocols, et

cetera. No doubt TAs-effects will quickly surface in such designs. Consequently, more research

is needed to reconcile predictability, analyzability, and high performance at all levels of com-

puter platforms. First attempts to tackle these challenges will be discussed in the next chapter

– including ways to maintain trust in such complex designs through the use of formal methods.





Chapter 5

Reconciling Predictability, Trust,

and Performance

Isolation cannot be
The best, the best that we can do

Sepultura, Quadra, Isolation (2020)

The philosophy of the T-CREST project, discussed in the previous chapter, was to favor

predictability over performance and promote analyzability be simplicity and, in particular,

isolation. Isolation here means that the interactions between concurrent activities are limited

in order to prevent timing interference. The timing behavior of a computation on the T-CREST

platform thus is largely independent from other computations that are performed on another, or

even the same, processor core. The same guarantee is provided at the level of memory accesses

and the communication of the NoC.

A simple and analyzable way to enforce isolation when accessing a shared resource is Time-

Division Multiplexing (TDM). Under TDM, a party that is supposed to access the shared

resource is assigned a time window, called slot, during which it has exclusive access to that

resource. The slot length is chosen so that any kind of usage pattern (reading, writing, . . . ) can

complete in a slot – independent from the state of the shared resource. Under this scheme it

is trivial to provide an upper bound for the time needed to complete an access. For simplicity,

assume that the number of slots N is known and that all slots have the same length SL. The

worst-case latency of an access is then bounded by SL − 1 + N · SL, i.e., in the worst case the

beginning of the assigned slot is missed by a single time unit (SL−1), the access then has to wait

for the other N−1 slots to pass ((N−1) ·SL), before it gets exclusive access to the resource during

its slot (SL). While such an arbitration system is easy to implement and has clear benefits in

terms of predictable and analyzable, it also comes at the cost of performance. The problem is

that TDM is not work conserving, which means that accesses to a shared resource may not be

processed despite the fact that the resource is actually idle. Notably this occurs when waiting

for the right slot in order to get access.

Variants and generalizations of TDM can be encountered at various levels in real-time sys-

tems. The time-triggered [78] or LET models [77], for instance, intrinsically apply TDM in order

to ensure isolation between task executions as well as communication over networks or NoCs.
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Similarly, most computer platforms that were designed to be predictable use TDM, including

CompSOC [50], MERASA [131], PRET [40], and, of course, the T-CREST platform [119]. In

the following I will focus on the use of TDM to accesses shared memory in multi-/many-core sys-

tems. I will begin by introducing a work-conserving bus arbitration scheme [58, 61, 60] based

on TDM and then present recent work that aims to extend this approach in two directions:

(i) adapt the approach in order to exploit characteristics of DDRs at the level of the memory

controller and (ii) investigate ways to increase trust in the correctness of memory controller

implementation using the interactive proof assistant Coq.

5.1 Work-Conserving Time-Division Multiplexing

During our work on the T-CREST platform the performance impact of TDM-based bus arbi-

tration became apparent rather quickly. Two issues were identified. Firstly, when the platform

is configured for a small number of processor cores, programs running on one core rarely use

all slots reserved for them. The shared memory thus often is forced to idle during entire slots.

Inversely, for platform configurations with a large number of cores, almost all slots are used and

programs spent most of their time waiting for the memory. This is amplified by the fact that

the memory is idling within slots for a considerable amount of time. The overhead was deemed

acceptable in the name of predictability. However, these observations raised the following ques-

tion: How can we improve the efficiency of TDM, while preserving its simplicity?

The initial attempts were limited to reclaiming slots that otherwise would have been left

unused. For instance, we designed an extension of the stack cache [4, 100] that aims to improve

average-case performance, without altering the worst-case behavior. The idea here is simple,

the stack cache monitors whether another memory request is pending at the beginning of the

TDM slot reserved for its core. If no request is pending, it initiates so-called eager memory

transfers, i.e., it spills data to the main memory when the cache is rather full or fills data when

the cache is rather empty. These eager transfers may reduce or even eliminate future memory

accesses. At the same time, the filled/spilled data is known to be coherent with main memory,

which ensures that no additional memory transfers are required – the worst-case guarantees are

thus preserved. We also explored ways to extend the method cache by introducing so-called

disposable code blocks. These blocks are loaded into the method cache and immediately evicted

when the processor jumps to another code block. This is interesting both in terms of WCET

and average-case performance, since it proactively and predictably reduces the pressure on the

tag memory and occupation of the cache memory. This free cache space could then even be

used to eagerly prefetch code – effectively merging aspects of branch prediction and prefetching

similar to the design of the Mill architecture [48].

However, these optimizations in the best case only perform memory accesses earlier than they

would otherwise. In the worst case additional memory accesses are generated, which artificially

reduce memory idling without benefiting performance. The objective of this work thus was to

address more fundamental issues – notably, the fact that TDM is not work conserving. Under

TDM two situations may lead to non-work-conserving memory idling, which we quantify as
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(a) Issue delays.
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(b) Release delays.

Figure 5.1: Memory idling when processing memory requests under the TDMfs scheme.

delays: (i) issue delays occur when the memory is idle and at least one memory request is

pending, waiting for its assigned slot, whereas (ii) release delays occur when the memory is idle

within a slot after completing a memory request before the end of the slot.

Example 20 Figure 5.1 illustrates these two delays for a variant of TDM, which we dubbed

TDMfs. Under this scheme we assume a mixed-criticality system [26], where critical tasks/cores

are assigned a dedicated slot (T1c and T2c). Non-critical tasks are serviced under a best-effort

scheme (t3nc and t4nc), where they can only reclaim free slots leftover by critical tasks (hence

the name TDMfs – free slots).

The arrival of memory requests is indicated by arrows ( ). The requests are then processed

within an assigned or otherwise unused slot ( ), where the shading indicated the actual time

needed to handle the request by the memory. Some unused slots still remain ( ), where no

request is pending and the memory consequently is idle. In addition, the issue (a) and release (b)

delays are highlighted ( ).

The example suggests that reclaiming free slots is not enough. This is confirmed by more

elaborate simulation experiments, shown in Figure 5.2. The plots show the average memory

idle time over 1080 simulation runs, modeling task sets with 4 to 24 tasks running on a multi-

core platform with 4 to 24 cores [61, 60]. The task set parameters (utilization, deadlines,

periods, WCETs) are chosen randomly. The memory access profiles of tasks are approximated

by distributions, which were derived from measurements of the MiBench benchmark suite [51].

The platform parameters (slot length, memory latencies) approximate the measured behavior of

a Patmos core [119], running on an Intel Cyclone V SoC-FPGA and accessing a DDR3 memory.

(a) TDMfs. (b) TDMds. (c) TDMes. (d) TDMer.

Figure 5.2: Average memory idling over 1080 simulation runs (lower is better).
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The results for TDMfs confirm that release and issue delays represent a considerable portion

of total memory idling – in particular in systems with a high load. While the combined effects

of these delays is relatively stable as load increases (between 20% and 30%), the total memory

idling drops and the share of the release delays increases.

The figure also shows simulation results for several variants of our work-conserving arbi-

tration scheme, called TDMds, TDMes, and TDMer respectively, where restrictions are pro-

gressively removed from the left to the right. All these approaches share a common deadline

invariant : memory requests under these schemes are allowed to be processed earlier, but never

later, than under TDMfs – assuming a composable computer architecture that is free from TAs.

TDMds removes the constraint that critical tasks have to wait for their own slot. This

means that critical memory requests might be processed earlier in the slot of another critical

task/core, but never later, than under TDMfs – thus respecting the deadline invariant. The

added flexibility allows to eliminate the vast majority of the issue delays. The processing of

requests is, however, still aligned with slots, i.e., the memory starts to process requests only

at the beginning of a slot. TDMes removes this constraint. The memory may start to process

any memory request at any moment, even in the middle of slots – while preserving the deadline

invariant. The processing of requests is no longer aligned with the TDM slots, but the memory

still behaves as if the requests were processed within a slot. Notably, the memory is blocked

for the duration of a slot, even when the processing completes earlier. Since the memory is still

blocked for the duration of an entire slot, no noticeable improvement is observed. TMDer, finally,

relaxes this constraint. The processing of memory requests can now proceed immediately after

the completion of any previous request. This results in a considerable change: the release delays

are completely eliminated. However, a considerable portion of these delays is simply converted

into issue delays. About 15% of the memory idle time for task sets with high load are finally due

to these issue delays. This means that the memory is idle, while memory requests are indeed

pending. The problem is that the arbiter has to ensure the deadline invariant stated before.

In certain situations the arbiter cannot start to process any of the pending requests, because a

critical task may potentially issue a request, whose deadline could then be compromised.

In order to better understand how this situation may arise – and how it can be avoided –

I’ll briefly sketch the mechanism behind the aforementioned TDM variants. Note, that imple-

menting the mechanism as described below would be inefficient. A suitable implementation and

the trade-offs that come with it are explained in the original paper [60].

Traditional TDM, and TDMfs for critical tasks, always process memory requests in the next

upcoming slot. In order to gain flexibility we would wish to be able to process requests earlier.

We thus interpret the end of the slot during which the request should have been processed as

a deadline, which is stored with that request. A request may now complete before its deadline,

which produces slack. This slack can be computed by ∆ = DL − CD, where DL and CD are the

request’s deadline and completion date respectively. Slack is recomputed after the completion

of memory requests and stored with the requestor, i.e., the critical task/core that emitted the

request. Assuming that a composable architecture without timing anomalies (see Chapter 3),

completing a memory request earlier means that the next memory request arrives ∆ cycles
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earlier than it would otherwise. The deadline of this next request consequently should not be

computed from its actual arrival date AD. Instead we use the delayed arrival date, given by

AD+∆. It is easy to see that the deadlines computed this way for critical requests always match

the completion dates that would have been observed under TDMfs.

Given the deadlines of pending requests and the slack values of requestors that do not (yet)

have a pending request, the arbiter has to schedule memory requests to be processed by the

memory. Two cases have to be considered: (i) the owner of the next slot has a pending request

with its deadline DL or (ii) the owner of the next slot does not (yet) have a pending request.

In the former case, we call the deadline up-coming when DL− t < 2 · SL, where t indicates the

current time instant. Likewise, we call a deadline imminent when DL − t ≤ SL. Clearly, when

the deadline of a request is imminent the arbiter has no choice and has to schedule that request

in order to be certain that its deadline is met. Requests with up-coming deadlines do not have

to be scheduled immediately, but the arbiter has to be careful when scheduling another request

in order to make sure that the deadline won’t be missed. If the deadline is neither up-coming

nor imminent, the arbiter can freely pick any pending request. In the latter case, when the

slot owner has no pending request, the arbiter has to check whether the deadline for a newly

arriving request would be up-coming or imminent. This could be done by explicitly computing a

hypothetical deadline assuming that the slot owner emits a request at the current time instant t.

The reasoning from before then can be applied to that hypothetical deadline.

The remaining issue delays in Figure 5.2d result from the latter case, when the hypothetical

deadline is up-coming. The arbiter then sometimes is forced to wait, despite the fact that

requests are pending, until either the slot owner actually emits a request or until the beginning

of the next slot. The underlying problem is that the slack value of the slot owner is too small

(∆ < SL), since if it had more slack the hypothetical deadline would not be up-coming and the

arbiter could freely schedule any pending request. It turns out that this issue can be solved

by supplying a small amount of slack at the start of critical tasks (∆0 = SL). This avoids the

situation where the arbiter has to wait for the first few requests, allowing it to produce and

maintain a sufficient level of slack from the start. Figure 5.3 shows the effectiveness of this

optimization. When averaging over the 1080 simulation runs, as before, it can be observed

that the issue (and release) delays almost disappear and only play a marginal role in memory

idling. The remaining memory idling of approximately 20% for configurations with high load

(a) Average over all runs. (b) Runs with 24 cores.

Figure 5.3: Average memory idling for the TDMer approach with initial slack ∆0 = SL.
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is actually due to the fact that no memory requests are pending. Note that task sets, even

with a processor utilization of 100%, do not necessarily saturate the memory due to the task’s

computations. This is confirmed by Figure 5.3b, which shows the results for simulation runs with

24 cores. With such a high number of cores the pressure on the memory increases considerably

with increasing system load. As in the general case the issue and release delays are marginal.

However, memory idling drops drastically with increasing system load until the memory is

actually saturated (starting from a processor utilization of about 60%).

5.2 Trustworthy Memory Controllers

The simulation runs to evaluate the work-conserving TDM memory arbitration scheme assumes

a rather simplistic model of the memory. Notably, the memory processes requests individually

one after another with a variable latency that is derived from a uniform random distribution.

The range of possible latencies was measured on an actual hardware platform based on a Patmos

processor running at 100 MHz in an Intel Cyclone V SoC-FPGA and a DDR3 memory connected

via a general-purpose memory controller that uses an open-page policy. The Patmos core had

exclusive access to the memory. However, the measurements include possible interference from

memory refreshing and the controllers internal processing. Based on these measurements, the

memory access latencies for the simulation runs were chosen from the range [21, 40] cycles.12

This memory model does not capture the complex behavior of DDR memory, which may require

multiple commands to be sent to the memory device in order to complete a request and allows

a certain level of parallelism when processing requests targeting different banks.

Indeed, generalizing the work-conserving TDM approach to DDR memory seems promising

and challenging at the same time. For one, DDR memory controllers are complex hardware

designs with a huge impact in performance. It is thus important to exploit the characteristics

of the underlying memory device. At the same time, such a controller has to respect a number

of constraints imposed by the JEDEC standard [68]. For certain kinds of commands minimal

delays have to be respected (e.g., tRP for PRE to ACT – cf. Table 2.1 in Chapter 2), for others

maximum delays have to be ensured (e.g., REF), yet for others the number of commands sent

to the device in a time period has to respect upper and lower bounds (e.g., tFAW for ACT).

The controller also needs to ensure consistency guarantees with respect to the memory model.

Finally, in real-time systems predictability issues have to be addressed. The high number of

constraints that have to be taken into consideration during the design of a correct memory

controller make this a highly challenging task. This is attested by recent papers on predictable

controllers [39, 93] and the complexity of their correctness arguments. The proofs by Mirosanlou

et al. [93], for instance, occupy half the space of the paper in a condensed and incomplete form

and have to be complemented by an appendix [94]. Even so, not all corner cases are covered in

the discussion. Notably, the interactions of the memory controller with refresh are not discussed.

In order to address this issue we investigated means to increase trust in memory controller

designs through the use of formal methods. At the same time, we wanted to extend the work-

12Smaller or larger latency ranges do not have a significant impact on the results [60].
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conserving TDM approach in order to exploit properties of DDR. I’ll focus the discussion on a

first contribution, the CoqDRAM framework for the design of trustworthy memory controllers

using the Coq proof assistant and only briefly touch on a new memory controller design called

TDMShelve, which is in the process of being published.

5.2.1 The CoqDRAM Framework

The JEDEC standard [68] (see Chapter 2), is written in a semi-formal manner through natural

language and illustrative timing diagrams, where rules and constraints often appear in the

middle of paragraphs. It is thus impossible to automatically extract them from the standard –

or even systematically and concisely refer to/name them.

We thus manually formalized the processing of memory requests and those parts of the

JEDEC standard that are essential to command scheduling [86, 87], i.e., the constraints from Ta-

ble 2.1 presented in Chapter 2 along with constraints regarding the command protocol. The ap-

proach is based on (i) two basic inductive data types capturing memory requests (Request_t)

and DRAM commands (Command_t), (ii) a type class System_configuration specifying

the DDR4 device parameters, (iii) a type class Trace_t, which specifies valid command traces

according to the JEDEC standard [68], (iv) a type class providing an abstract request arrival

function Arrival_at, and (v) a type class Controller_t, which specifies correctness of a

memory controller overall.

Memory requests to be processed by the memory controller are represented by the type

Request_t and carry an arrival date, a kind (RD or WR), and an address, consisting of a bank

group, a bank, and a row number. The type Command_t represents DRAM commands that

are associated with a command date, a kind (CRD, CWR, ACT, or PRE), and a request.

The parameters of the DRAM device are specified through the System_configuration

type class, which lists various numerical parameters (number of banks) and timing constraints.

Class System_configuration := {
BANKS : nat; (* Number of banks *)

BANKS_pos : BANKS ! = 0;

T_REFI : nat; (* Refresh period *)

T_RTP : nat; (* RD to PRE delay intra-bank *)

T_FAW : nat; (* Four ACT window inter-bank *)

T_RRD_s : nat; (* ACT to ACT inter-bank, different bank groups *)

T_RRD_l : nat; (* ACT to ACT inter-bank, same bank groups*)

T_RRD_bgs : T_RRD_s < T_RRD_l;

(* ... *)

} .

Note that correctness proofs, briefly covered later, never refer to actual values of these

parameters. Consequently, these proofs are valid for all possible DRAM devices as long as

they respect certain minimal conditions – such as the proof obligation (PO, cf. Chapter 2)

T_RRD_bgs in the code excerpt above.

The commands issued to the DRAM device over time are then represented as a sequence

of commands by the member Commands of the type class Trace_t – very similar to the



62 CHAPTER 5. RECONCILING PREDICTABILITY, TRUST, AND PERFORMANCE

reasoning in the JEDEC standard. The ith element of the sequence consequently corresponds

to the command sent to the device on the command bus at bus clock tick i. The following

excerpt shows how timing constraints are modeled as POs through the example of the tRRD

constraint (cf. Table 2.1 in Chapter 2):

Class Trace_t := {
(* Sequence of DDR commands *)

Commands : seq Command_t;

(* Proof obligation for T_RRD for different bank group *)

Cmds_T_RRD_s_ok : forall a b,

a \in Commands → b \in Commands →
isACT a → isACT b →
not ( Same_Bank_Group a b) →
Before a b →

Apart_at_least a b T_RRD_s;

(* ... *)

} .

This formula indicates that for any two commands a and b, both in the command sequence

Commands, both being ACT commands targeting different banks, and a being issued before

b, it follows that the command dates are at least T_RRD bus clock ticks apart. T_RRD is a

generic timing parameter provided by the System_configuration type class. Other timing

constraints are stated in a similar fashion, along with additional constraints on the command

protocol, etc. [86, 87].

The JEDEC standard is, however, incomplete in terms of specifying a memory controller,

since it is only concerned about the behavior of the DRAM device. An actual controller should,

in addition, process memory requests (Request_t) that become visible to the memory con-

troller according to an arrival model (Arrival_at), and generate corresponding command

sequences. CoqDRAM thus introduces a second correctness layer with the Controller_t

type class, which represents the algorithm implemented by the memory controller itself:

Class Controller_t := {
(* Some algorithm *)

Arbitrate : forall t : nat, Trace_t;

(* Requests must be handled *)

Requests_handled : forall ta req,

req \in ( Arrival_at ta) → exists tc,

( CAS_of_req req tc) \in ( Arbitrate tc) . ( Commands) ;

(* ... *)

} .

To instantiate a controller, a function Arbitrate must be supplied, which has to produce

a valid DRAM command trace up to some time instant (indicated by the type nat). In addi-

tion, several proofs have to be supplied to satisfy POs. The excerpt shows the proof obligation

Requests_handled, which indicates that for every request that arrived at the memory con-

troller at some time instant ta (Arrival_at ta) there has to exist a CAS command (CRD or
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Figure 5.4: Timed automaton describing a regular TDM memory controller along with an
encoding of JEDEC timing constraints [85].

CWR) belonging to that request in the command trace. Additional POs impose that the accessed

bank has to be open and that the active row corresponds to the request’s address.

We developed two proof-of-concept implementations [86, 87] of simple FIFO- and TDM-

based controllers by instantiating the Controller_t type class. In order for Coq to accept

these instances, all POs of the Controller_t and Trace_t type classes have to be discharged,

i.e., the implementations have to be proven correct. I won’t go into details of these proofs, not

only due to space considerations. An important element of our framework is that the proofs are

mechanically checked by Coq. Consequently, the proof itself becomes secondary – as opposed to

the work of Mirosanlou et al. [93] that relies on paper-and-pencil proofs that the reader has to

check manually. Instead it suffices to verify that Coq actually validated all proofs and that the

correctness criteria, i.e., the POs of the Trace_t and Controller_t type classes, are indeed

correct. The expressiveness of Coq allows us to adopt notions that are close to the underlying

JEDEC standard [68], which should foster trust in the correctness of our formalization. In

order to further emphasize this, consider Figure 5.4 by Akesson et al [85]. The image shows the

timed automata, specified in Uppaal,13 of a regular TDM-based memory controller along with

an encoding of some of the JEDEC timing constraints. Arguably, it is less obvious to establish

13https://uppaal.org/

https://uppaal.org/
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a link between the timed automata and the standard, which may reduce trust in the actual

correctness of the approach. In addition, it has to be emphasized that the CoqDRAM proofs

hold for all possible DDR4 devices due to the symbolic use of timing parameters (see T_RDD

from above). The verification results from Uppaal, on the other hand, are limited to specific

values of the various parameters (see System_configuration) and thus are limited to one

specific device. In addition, the approach has scalability issues and thus only considers a limited

arrival model. In CoqDRAM, again, the proofs hold for all possible arrival functions.

5.2.2 Hardware Implementations in CavaDRAM

Another advantage of our approach is the versatility of Coq. In particular, Coq is often used

to host Domain-Specific Languages (DSL), which can be used to write programs/specifications

in those languages. More importantly, it is possible to reason about those programs, very

similar to Coq’s own programming language Gallina. Cava14 is such a DSL, which was heavily

inspired by Lava [16]. It allows to specify digital circuits in Coq, prove their correctness, and

finally derive equivalent SystemVerilog implementations from them. In our case we use Cava

to reimplement our memory controllers [90]. We then prove equivalence – in the sense of

bi-simulation [112] – between the memory controller specifications in Coq and the hardware

implementations in Cava. Note, however, that the arrival model of our Coq implementation

is too generic – recall we use type classes to represent the arrival function (Arrival_at)

symbolically. Specifically, this means that the number of arriving requests at a given time

instant is not constrained. The implementations themselves also use internal queues, which

may grow dynamically without a size limitation. Both of these properties are problematic at

the level of a hardware implementation, where the bus interface and the size of the hardware

queues are fixed. In our case, we use an AXI bus interface [1] where only a single request

14https://project-oak.github.io/silveroak/

Figure 5.5: Design flow of the CoqDRAM framework, enabling trustworthiness from the JEDEC
standard all the way to the hardware implementation in SystemVerilog.

https://project-oak.github.io/silveroak/
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can arrive in a clock cycle. More over, the AXI bus exerts back-pressure through a handshake

protocol. The equivalence proofs consequently can only be discharged when the arrival model

is constrained and linked to the handshake signals of the bus/memory controller circuits. This

is described in detail in the original paper [90]. The main takeaway from this work is that

our framework provides a design flow, depicted in Figure 5.5, that ensures correctness from the

standard (left) all the way down to the hardware implementation in SystemVerilog.

5.2.3 TDMShelve - A Work-Conserving Memory Controller

As outlined before, the initial objective of our work on memory controllers was to extend

the work-conserving TDM approach in order to take advantage of the particularities of DDR

memories. While this work is not yet published I still would like to briefly mention it here, since

it provides a fitting ending that closes the loop with the beginning of the chapter.

TDMShelve relies on a new iteration of the CoqDRAM framework with a more elaborate

implementation layer that provides reusable code and (to some extent) reusable proofs. In

particular, this framework divides the processing of requests into a command-generation and a

command-scheduling phase. The former tracks which command has to be issued next in order

to make a given request advance. In some cases the command generated for a request might

not be valid, i.e., would violate one of the constraints. Then a NOP is generated for that request

instead. The scheduling phase then selects, out of the generated commands, the command to

be issued next to the memory device. Similar to the work-conserving approaches, presented in

Section 5.1, TDMShelve associates a deadline with each pending request. Completing a critical

request before its deadline produces slack (∆) for the respective (critical) tasks/cores. We also

assume that the DDR banks are partitioned among the critical tasks/cores such that adjacent

slots target disjoint sets of banks.

The command scheduler of TDMShelve then picks one of the generated commands ac-

cording to four rules: (i) if a refresh is upcoming, TDMShelve pauses all processing and only

in-coming requests are recorded, (ii) else, if the deadline of a pending request is imminent (cf.

Section 5.1) that command is scheduled, (iii) else, if the deadline of a pending command is

up-coming (cf. Section 5.1) or the slack of the owner of the upcoming slot is too small, only

commands targeting a different bank can be scheduled, (iv) otherwise, any pending command

can be scheduled.

Rule (ii) ensures that requests from critical tasks get exclusive access to the memory in the

TDM slot right before their deadline, while Rule (iii) ensures that preceding commands do not

block any command for the upcoming TDM slot – notably in the case if Rule (ii) triggers later.

Finally, Rule (iv) gives absolute freedom to the command scheduler to pick any command.

Example 21 Figure 5.6 shows a short execution trace that highlights the main concepts of

TDMShelve. The timing parameters of the example correspond to those of a DDR3-800E de-

vice.15 On this kind of device the minimal slot length, assuming partitioned banks, is SL = 27

15Note that DDR4 is a strict super-set of DDR3, which consequently can be modeled in the presented formal
framework.
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1 2 3 4 5 6 7 8
T1 T1 T1 T1T2 T2 T2 T2

T1c,0∆
0 T1c,11∆

1

T2c,0∆
0 T2c,4∆

1

t3nc
0 t3nc

1

t4nc
0

(a) Command trace.

Request Arrival DL PRE ACT CAS Bank Row Kind

T1c,0∆
0 35 81 – – 71 0 0 RD

T1c,11∆
1 108 189 146 157 168 0 1 WR

T2c,0∆
0 15 54 29 40 51 1 0 WR

T2c,4∆
1 137 216 170 181 192 1 0 RD

t3nc0 5 – 7 18 80 0 0 WR

t3nc1 90 – 106 117 128 0 2 RD

t4nc0 70 – 82 93 104 1 2 WR

(b) Request addresses and arrivals as well as command dates.

Figure 5.6: Illustration of the command scheduling in the TDMShelve memory controller.

cycles. Two critical tasks (T1 and T2) have dedicated slots, where the former is allowed to

access bank 0 and the latter bank 1. Two non-critical tasks also execute, which do not have

dedicated slots and may access any bank.

The first request that arrives at the memory controller (t3nc0 ) is non-critical. Despite the fact

that the all critical tasks start with no slack (0∆), its PRE ( ) and ACT ( ) commands are

scheduled right away. This is explained by the fact that initially no other command is pending

and that bank 0 is targeted, which is different from T2’s bank. The timing constraints and bank

parallelism thus allow to schedule these commands without compromising the (virtual) deadline

of any potential request that T2 might issue. The request continues to be processed even after

the arrival of T2c,0∆
0 , whose deadline is upcoming at this point. This changes when the deadline

of T2c,0∆
0 becomes imminent at the beginning of Slot 2 ( ). At this point t3nc0 is shelved ( ) –

hence the name TDMShelve. This means that the processing of the request is halted (and might

even have to restart, depending on the state of the bank that it targets after shelving).

It continues to be shelved throughout the current and next slot, due to the arrival of T1c,0∆
0 ,

whose deadline is upcoming and quickly becomes imminent ( ). However, T1c,0∆
0 experiences

a row hit and thus completes early – gaining slack (11∆). Processing of t3nc0 is picked up at this

point with its remaining CWR command.

The next interesting situation occurs between t3nc1 and T1c,11∆
1 . Again, the processing of the

non-critical request starts right away. This is explained by the slack of T1 (11∆). Consequently,

the delayed arrival date of T1c,11∆
1 ( ) is shifted along with its deadline ( ). It is thus safe to

schedule commands of t3nc1 without risking a deadline miss.

5.3 Concluding Remarks

The work-conserving approaches presented here are only capable of gaining and spending slack

at the level of memory accesses. However, other forms of slack could also be considered. For

instance, one could monitor the progress of real-time tasks with regard to the possible execution

paths, similar to the approach by Kritikakou et al. [80]. When the task gains knowledge that

certain worst-case scenarios may no longer occur, e.g., when leaving a loop early, it could then

transfer the related slack to the memory controller. Another example would be the DDR refresh
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mechanism. As indicated before, this kind of overhead is taken into consideration as an additive

term [12] that is computed once the task’s WCET is known. Slack is then produced when an

actual refresh does not interfere with any pending request of a task. In this case several tasks

may gain slack at the same time. On a related note, DDR memory controllers can postpone

a limited number of refreshes. Similarly, a limited number of refreshes can be pulled in, i.e.,

performed eagerly. The controller could use this flexibility to actively maximize slack.

The experiments presented before, however, indicate that a relatively small amount of slack

is sufficient. It thus seems that the objective should not be to maximize slack – at least not all

the time and not for the arbitration of memory requests alone. Another question seems more

pertinent: In which ways can slack be spent efficiently? In the work of Kritikakou et al. [80],

for instance, scheduling decisions are made, depending on task progress. Non-critical tasks,

causing interference by running on other cores concurrently, are only allowed to execute when

critical tasks do not risk to miss their deadlines. Our approach allows a much more fine-grained

interleaving of memory requests, but, so far, it is not possible to exploit this memory-level slack

during task scheduling. Contrary to the ideas presented in the previous paragraph, this would

require a transfer of slack in the opposite direction. As a first step in that direction we have

already shown how to handle preemptions under our scheme [59], allowing to save/restore slack.

More broadly, the interaction between slack at the memory level and task scheduling opens

several opportunities in the context of mixed-criticality systems [26]. The objective in such

systems is to increase resource utilization by introducing different execution modes. In normal

operation all tasks, critical and non-critical alike, are allowed to execute according to a prede-

fined (possibly optimistic) budget. However, the execution times of all tasks are monitored. If

a task exceeds its assigned budget a so-called Timing-Failure Event (TFE) occurs. This means

that the task scheduler can no longer guarantee that all tasks are able to meet their deadlines.

The system thus transitions into a different mode in which the execution of certain (or all) non-

critical tasks is restricted or, in the worst-case, non-critical tasks are even abandoned entirely.

This is often referred to as Vestal’s model [132].

Analyzing the WCET of critical tasks in such systems is particularly challenging, since the

execution conditions of the tasks are different after a mode change. This may evidently have

an impact on cache states, bus interference, and preemptions – which evidently impact the

timing behavior of critical tasks. Quite surprisingly solutions to compute reliable and useful

WCET numbers has received little attention. The following quote from a paper by Baruah

and Burns underlines this lack of attention. They consider a mixed-criticality system with two

modes, which hence requires two WCET values that are characterized as follows: “a larger value

denoting the [certification authority’s]CA’s assessment as to what the task’s WCET should be

and a smaller one representing the system designer’s less pessimistic estimate” [10]. The same

issue exists in other models of mixed-criticality systems, e.g., the elastic model [27].

Our work-conserving TDM approach offers a different perspective that is not based on this

notion of mode changes. Memory requests of non-critical tasks can be serviced most of the time

in a very flexible way. Independent of that, the approach provides a very strong guarantee:

the progress of critical tasks can never fall behind the expected worst-case behavior. It thus
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would be interesting to expand this model, with a similar level of granularity, beyond memory

arbitration. Similar to the work of Kritikakou et al. [80], the task scheduler would then take the

current slack level into consideration when taking scheduling decisions. Contrary to traditional

task scheduler [17], slack of critical tasks could then be spent on execution time of non-critical

tasks even before the completion of the critical tasks – assuming that preemption costs can be

managed during this operation.

Entangling task scheduling and the monitoring of slack at such a fine level of granularity,

necessarily leads to complex hardware and software, which inevitably raises concerns of trust.

We today have tools to develop such complex systems in a rigorous manner. While our work on

trustworthy memory controllers [86, 87, 90] currently covers only a rather small aspect, recent

work on the Bedrock2 system [42] combined several tools for trustworthy hardware designs and

software programs in order to develop a proven embedded system with an Ethernet-controlled

light bulb. In particular in the context of critical real-time systems it seems obvious that such

formal end-to-end guarantees would be highly valuable. The main challenge to achieve such

guarantees is of course the complexity of formalizing and proving such complex systems correct.

Coq requires a steep learning curve and it takes a considerable amount of time to become

proficient. Even then, proofs are cumbersome to maintain when the implementation evolves. It

thus seems important to explore new concepts that are able to combine the expressiveness of

the logic underlying Coq with support tools that improve efficiency. The F? language16 appears

to be a promising candidate for this line of work – which we even evaluated and tested before

developing CoqDRAM. However, in its current state it does not seem to be accessible enough

for novice users that are outside of the F? community, despite the fact that impressive projects

have been realized with it already.17

16https://fstar-lang.org/
17https://project-everest.github.io/

https://fstar-lang.org/
https://project-everest.github.io/






Chapter 6

Conclusion

It won’t begin until you make it end.
Until you know the how the where and the when.

Faith No More, Album Of The Year, Last Cup Of Sorrow (1997)

This document summarized my research work over the last 13 years. However, the research

in this domain is far from completed. Critical real-time system complexity continues to grow

exponentially. This trend is not new, as highlighted by a NASA study [37] on flight software

complexity spanning the time period from 1960 to 2000. During this time period, the initial

driver of software complexity was replacing existing functionality, originally realized in hardware

or through mechanical components, by software. This has many advantages, ranging from

weight reduction to improved quality of control algorithms. It quickly became apparent that

additional functionally can be integrated into those systems through software too – “making it

an enabler of progress” [37], but also making it a “complexity sponge” [37]. For instance, the

percentage of functionality realized by software in the F-4 military aircraft from 1960 amounted

to only 8%, while this percentage rose to 80% for the F-22 in 2000. This trend continues today –

not only in the space and avionics industry, but in virtually all aspects of our computerized life

– and it continues rapidly. In 2017, for instance, software amounted to about 15 − 30% of the

value of a new car. By 2020 this value rose to 50% and today exceeds 75− 80%.18 In contrast

to the growth in the past, where software was mostly used for comparably simple control tasks,

the growth today goes hand in hand with a considerable increase in computing power needs.

The time of compartmentalized, isolated, and closed hard real-time systems is coming to

an end. Future systems will consist of rather heterogeneous kinds of computing tasks in the

spirit of mixed-criticality systems. Low-criticality high-performance tasks, such as image pro-

cessing using artificial intelligence, will not only have to cohabitate with high-criticality tasks,

but will be a crucial part of the system. In those systems, some tasks will ensure a safe

minimal operation of the system, monitoring and supervising the complex computation tasks,

which will assume a considerable part of the system’s nominal operation. In future aircraft,

for instance, compute intensive tasks will be tasked to reduce CO2 emissions, monitor and pre-

dict the health of mechanical parts, and autonomously land aircraft based on video images.

None of these tasks, per se, is safety critical. Still, those tasks will be essential to the correct

nominal operation of these aircraft.

18Private communication, Franck Serratrice, Renault
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The software, in the end, will have to run on suitable hardware platforms and will have

to undergo rigorous verification and validation procedures – also covering its timing behavior.

Complex software systems, can only be built on top of predictable hardware platforms. Other-

wise it will be impossible to compartmentalize and manage the manifold interactions between

the various software systems in a way that is safe, but still allows relevant data to circulate as

needed. At the same time the hardware platform will have to provide considerable computation

power, which cannot be achieved with predictable designs, such as the T-CREST platform, that

we have today. Over the years my research focused precisely on building the foundations of

such complex systems, covering issues of predictability and analyzability of computer architec-

ture from different angles. My work on TAs aimed at characterizing this phenomenon in order

to better understand and, eventually, address the root cause of it. At the same time I have

contributed to the T-CREST platform, which was intended to eliminate TAs right from the

start. The resulting multi/many-core platform opened many interesting and impactful research

directions in very diverse topics, ranging from compiler design, over WCET analysis, to pro-

cessor as well as NoC design. While successful, this platform also has its limitations. I thus

explored ways to reconcile performance with predictability, focusing on the memory hierarchy

and the arbitration of concurrent memory accesses. This inevitably leads to more complex

designs, which are prone to TAs – thus leading back to the starting point of this document.

I would like to emphasize though that all the presented work was carried out in collaboration

with fellow researchers, post-docs, and PhD students. Below is a list with the names and thesis

titles of PhD students that have contributed, under my supervision, to the covered material:

• Alexander Jordan

“On Worst-Case Execution Time Analysis and Optimization” (2014)

Co-supervisors: Martin Schöberl

• Sahar Abbaspour

“Time-predictable Stack Caching” (2015)

Co-supervisors: Martin Schöberl and Jens Sparsø

• Amin Naji

“Timing analysis for time-predictable architectures” (2019)

Co-supervisors: Albert Cohen and Mathieu Jan

• Farouk Hebbache

“Work-conserving dynamic TDM-based memory arbitration for multi-criticality real-time

systems” (2019)

Co-supervisors: Laurent Pautet and Mathieu Jan

• Benjamin Binder

“Definitions and Detection Procedures of Timing Anomalies for the Formal Verification of

Predictability in Real-Time Systems” (2022)

Co-supervisors: Mathieu Jan, Mihail Asavoae, and Belgacem Ben Hedia

• Felipe Lisboa Malaquias

“CoqDRAM – A Foundation for Designing Formally Proven Memory Controllers” (2024)

Co-supervisors: Lirida Naviner, Mihail Asavoae, and Sumanta Chaudhuri
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Acronyms

ABS anti-lock braking system. 2

ADAS advanced driver-assistance system. 2

aTA Amplification Timing Anomaly. 17, 23, 33, 47

BDD Binary-Decision Diagram. 14

CFG Control-Flow Graph. 10, 12–15, 42, 43, 45, 46, 49–51

CG Call Graph. 42–44, 49, 51

CNRV Centre national de réception des véhicules. 3

cTA Counter-Intuitive Timing Anomaly. 16, 17, 23, 24, 27–33

DAG Directed-Acyclic Graph. 42

DDR Double Data Rate Dynamic Random-Access Memory. 8, 14, 56, 60, 61, 65–67

DSL Domain-Specific Language. 64

EASA European Union Aviation Safety Agency. 3

ECU embedded control unit. 1–4

ETDG Event-Time Dependence Graph. 31–33

FAA Federal Aviation Administration. 3

FIFO First-In First-Out. 14, 38

GALS Globally Asynchronous Locally Synchronous. 36, 38

IEC International Electrotechnical Commission. 2

IPET Implicit Path Enumeration Technique. 15, 43

ISA Instruction-Set Architecture. 36, 37, 40, 44, 45, 47

ISO International Organization for Standardization. 2

LIFO Last-In First-Out. 40

LRU Least-Recently Used. 13
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MOET Maximum Observed Execution Time. 5

NoC Network-on-Chip. 14, 36–39, 52, 53, 55, 72

ROM Read-Only Memory. 39

SAE SAE International (formally Society for Automotive Safety Engineers). 2

TA Timing Anomaly. 16–18, 23–27, 32, 37, 44, 47, 53, 58, 72

TDM Time-Division Multiplexing. 36, 37, 39, 40, 53, 55–58, 60, 61, 63, 65, 67

TFE Timing-Failure Event. 67

TUEV Technischer Überwachungsverein. 3

VLIW Very Long Instruction Word. 35, 36, 53

WCET Worst-case Execution Time. 5, 7, 8, 13–16, 23–26, 35–37, 46, 52, 56, 57, 67, 72

WVTA Whole Vehicle Type-Approval System. 3

ZDD Zero-Suppressed Decision Diagram. 13, 50
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