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Abstract—Critical real-time systems are getting more and more
complex and require ever more computing power. Multi-core
platforms, GPUs, and custom accelerators promise to deliver this
needed performance. However, these platforms are notoriously
hard to analyze and lack predictability in terms of timing
properties. Computer architectures and platforms that offer both
predictability and performance are thus needed.

This work investigates the use of the interactive proof assistant
Coq in order to model complex DRAM memory controllers
(MCs) for multi-core platforms. The design of predictable high-
performance MCs is particularly challenging, since memory
requests have to be processed efficiently, while facing interference
from other cores in the system. The problem is exacerbated
by the complexity of DRAM devices and the various timing
constraints they impose. Specifically, this work extends a previous
Coq framework by focusing on reusability, which allows designers
to develop and prove complex MCs. As a use-case, we present
TDMShelve, an MC balancing performance and isolation.

Index Terms—Coq Proof Assistant, DDR Memory Controller,
Real-Time Systems, Mixed-Criticality Systems

I. INTRODUCTION

Critical real-time systems are becoming more and more
complex [1], both in terms of the software and hardware. On
the software side, critical tasks have to process more complex
data (e.g., videos in driving assistant systems), recognize
critical situations (e.g., collision detection), and eventually
take appropriate actions (e.g., emergency breaking). Hence, the
software itself has become more complex over recent years.

At the same time, the performance needs for software
have also increased considerably. This means that in order
to deliver the required performance, the complexity of the
underlying hardware platform has to increase as well. This
includes the use of multi-core platforms, GPUs, and custom
accelerators, which are often all connected to a single shared
memory. This increased complexity makes the analysis of
timing properties challenging. Novel approaches to design
computer architectures and platforms, which allow to reconcile
predictability and high performance, are thus needed in order
to make these platforms amenable to reliable timing analysis.

Recently proposed real-time memory controllers (MCs) [2],
[3] tackle the performance-predictability trade-off. The under-
lying idea is to optimize bandwidth and average-case latency,

while still being able to derive tight upper bounds of the worst-
case memory latency. However, these designs have become
complex and often present correctness arguments that are
lengthy, incomplete, rely on unclear assumptions, and thus
hard to verify. Given the often stringent safety regulations for
the certification of critical real-time systems, a high degree of
confidence that these MCs behave correctly is required.

To address this problem, CoqDRAM has recently been
proposed [4], [5], where DRAM devices, MCs, and their
expected behavior are formalized using the interactive proof
assistant Coq1. The specification captures correctness crite-
ria according to the JEDEC standards [6] and states other
high-level properties, such as fairness and sequential consis-
tency, on the MC’s command-scheduling algorithm. Paper-
and-pencil correctness arguments are replaced by machine-
checked proofs, which increases confidence in correctness.
While CoqDRAM has been used to implement some basic
algorithms under simplifying assumptions, it lacks framework
support for the design of complex real-world MCs.

Notably, CoqDRAM, similar to most work on real-time
memory controllers [2], [3], ignores DRAM refresh, which
is periodically needed to prevent the loss of data stored in the
memory’s capacitors due to leakage. Refresh is often thought
off as periodic interference added on as a separate timing in-
terference [7]. While separating the analysis of memory access
latencies from refresh interference is, in principle, a good
idea, ignoring refresh altogether is problematic. Interactions
between command scheduling and refresh are, for instance, not
modeled, including the overhead that refreshes may induce.

In addition, CoqDRAM only provides a rather bare interface
to develop algorithms and lacks a proper infrastructure that
enables reuse. Consequently, the various correctness proofs
have to be repeated for each implementation.

This work addresses those issues by (i) proposing an accu-
rate description of constraints due to refresh, (ii) proposing a
new way of specifying command-scheduling algorithms that
comes with a parameterizable implementation template and
thus enables the reuse of code and proofs, and (iii) showcasing
the usefulness of this methodology through an implementation

1https://coq.inria.fr/
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of a novel complex command-scheduling algorithm, called
TDMShelve. It leverages runtime slack [8], [9] to improve
average-case performance, while ensuring isolation and worst–
case guarantees of Time-Division Multiplexing (TDM).

II. BACKGROUND

We will briefly present background on the JEDEC DDR
memory standard [6] and work-conserving memory arbitration
based on TDM [8], [9] balancing predictability and perfor-
mance. Then, we summarize some of the main concepts
of the Coq proof assistant, used to formalize a variety of
systems. Finally, we show how Coq was used to provide a
bare framework to formalize the JEDEC specification [4].

A. DDR Memory Operation

DDR SDRAM is an ubiquitous technology for computer
main memory, which offers good performance at low cost. The
logical operation, electrical characteristics, and many other
aspects of DDR memories are specified by a JEDEC standard.
In this work we focus specifically on the DDR4 standard [6].

Fig. 1: Memory controller and interfaces to cores/DDR device.

A DDR4 memory chip can be accessed through a com-
mand, an address, and a bi-directional data bus (Figure 1).
Internally, a chip consists of capacitors that store a single bit
of information. Reading the bit of a capacitor is destructive,
i.e., erases the bit. The capacitors are then organized in a
two dimensional grid called a bank, which consists of rows
and columns of bits. Multiple banks are grouped into a rank
and multiple ranks constitute the final DDR device. Memory
accesses are preformed per bank by sending commands over
the command bus. All the bits of a row are manipulated at
the same time by transferring them into a row buffer using
an ACT command. Once a row is present in the row buffer,
groups of bits can be read or written via the data bus using
so-called CAS commands (CRD/CWR). Since all the bits of the
row have been destroyed, they have to be written back into
the capacitors using the PRE command. A DDR4 chip is thus

TABLE I: JEDEC timing constraints for DDR4 devices.

Symbol Description Symbol Description
Exclusively intra-bank Intra and inter-bank

tRCD ACT to WR/RD tRDtoWR RD to WR
tRP PRE to ACT tWTR End of WR transfer to RD
tRC ACT to ACT tWRtoRD WR to RD
tRAS ACT to PRE tBURST Data bus transfer
tWL WR to data transfer tCCD WR-to-WR or RD-to-RD
tRL RD to data transfer Exclusively inter-bank
tRTP RD to PRE tRRD ACT to ACT
tWR WR data to PRE tFAW Four ACT window

a multi-dimensional structure that is accessed through a single
command bus, using PRE, ACT, CRD, and CWR commands.

A memory controller that interfaces with the DDR device
(see Figure 1) has to make sure that (i) the commands sent to
the device on the command bus respect the protocol (e.g.,
an ACT has to precede every CRD/CWR), (ii) timing and
electrical constraints are respected (e.g., a minimal delay tRC

between ACT commands), (iii) capacitors (loosing charge due
to leakage) are periodically recharged, and (iv) make efficient
use of the row buffer and bus. Table I illustrates relevant timing
constraints for commands targeting the same bank (intra-bank)
and/or different banks (inter-bank).

B. Work-Conserving Time-Division Multiplexing

In critical real-time systems the timing behavior of tasks is
often as important as the functional correctness of computa-
tions. Accesses to shared resources, such as DRAM memory,
in multi-core platforms are particularly challenging due to
the manifold interactions of the concurrent computations.
A popular solution to this problem is spatial and temporal
isolation, which can be achieve using TDM, where each core
is granted exclusive access to the memory in a fixed time slot.
TDM has advantages, but is also inefficient.

As an example, consider Figure 2a, which shows a variant of
strict TDM for mixed-criticality real-time systems [10]. Slots
T1 and T2 are reserved to critical tasks T1c and T2c, which
have to respect real-time guarantees. Non-critical tasks t3nc

and t4nc may reclaim unused slots from critical tasks and do
not have timing constraints. The arrows indicate the arrival of
memory requests, which are processed during a TDM slot ( )
– the shading indicates memory processing time. As can be
seen, the memory is often IDLE ( ), despite the fact that
there are memory requests (T1c0, . . . ) waiting to be serviced.

Hebbache et al. [8], [9] remedy this problem by disconnect-
ing the actual processing of memory requests from TDM slots,
while ensuring that critical memory requests never complete
later than under the strict TDM scheme (Figure 2b). This is
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(a) Accesses to a shared memory through strict TDM.
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(b) Access to a shared memory through work-conserving TDM.



done by tracking the deadlines ( ) of critical tasks. Observe
how the deadlines in the two sub-figures align. The memory
requests usually complete much faster and memory idling only
occurs when actually no request is pending.

In addition to deadlines, each critical task (T1c and T2c)
is associated with slack indicating the amount of time that a
task is early due to the faster memory processing. The first
request of T2c, for instance, would complete at the end of
slot 8 under strict TDM, but here completes in the middle
of slot 7. Considering a slot length of 8 cycles, the request
completes 12 clock ticks earlier – as indicated by the slack
annotation 12∆ for the next request T2c,12∆1 .

The deadlines of critical memory requests in Hebbache et
al.’s approach [8], [9] are computed from the delayed arrival
date of requests, i.e., the actual arrival date of the request
plus the slack of the critical task at that instant. The deadline
then simply corresponds to the end of the next TDM slot
of that critical task after this delayed arrival date. Consider
again request T2c,12∆1 , whose actual arrival is slightly past the
middle of slot 8, at clock tick 61. With its current slack (12∆)
this yields a delayed arrival date of 73 (within slot 10) and
consequently its deadline at the end of slot 12.

In order to ensure that deadlines of critical requests are
respected at all times, it suffices to check at any given time
instant t the deadline Dt or slack ∆t associated with the slot
owner of the upcoming TDM slot: (i) if a request is pending
with deadline Dt, any other request can be safely scheduled if
Dt lies beyond the end of the upcoming TDM slot, or (ii) if no
request is currently pending, any other request can be safely
scheduled if the deadline computed from t +∆t lies beyond
the end of the upcoming TDM slot.

Consider, for instance, the non-critical request t3nc0 . It is
processed in slots 2 and 3, despite the fact that critical task
T1c is the owner of slot 3 and has a pending request. The non-
critical request can be scheduled at this instant because request
T1c,28∆2 has its deadline only at the end of slot 7 and so it is
obvious in slot 2 that its processing can be safely postponed
to a later slot even when t3nc0 spills over into slot 3.

Hebbache et al.’s approach provides a good performance-
predictability trade-off, but can still be improved. One of its
short-comings is that the memory model is too simple, con-
sidering a memory that may only process one request at a time.
Actual DRAM devices (cf. above) offer parallelism between
banks and require a sequence of commands in order to manage
the memory device properly. The idea behind TDMShelve
(Section IV), is to apply Hebbache’s strategy [8], [9] to
DRAM devices with their complex command scheduling in
a formal framework, which ensures correctness by design.

C. The Coq Proof Assistant

Coq is an interactive proof assistant, i.e., a system that
allows users to write functional programs and formally prove
properties about those programs. This is done using two
essential concepts: (i) inductive data types, and (ii) functions.

a) Inductive Types: All values manipulated by a Coq
program are represented as terms that belong to a type. The

admissible terms of a type are specified using inductive rules,
where each rule is called a constructor. These constructors
may take arguments and, in some sense, behave like functions.

The following example illustrates the type of natural num-
bers, with two construction rules: (i) The first constructor does
not take any arguments and simply specifies that the symbol O
belongs to the type nat. (ii) The other constructor I takes a
nat value as an argument and produces the term representing
the successor of that value.
Inductive nat : = O : nat | S : nat → nat.

Note that a type and its construction rules alone have no
meaning as such. In this example, the natural number 0 is
represented by the term O, the number 1 by S O (zero applied
to the constructor S), 2 by S (S O), and so on and so forth.

Inductive types can, or course, also represent more complex
structures that can be parameterized. The following example
shows the type le, which takes a parameter n and represents
the less-equal order relation:
Inductive le n : nat → Prop : =

| le_n : le n n
| le_S : forall m, le n m → le n ( S m) .

This le is a logical proposition and thus produces a value
over Prop, i.e., the set of all true logical propositions. Given
a value n, the constructor le_n states that this proposition is
trivially true when the second argument is also n. Moreover,
the proposition is true for the successor of any natural number
m if n is known to be less or equal to m. Note that the
proposition is true here means that a term can be constructed.
This is important for the second constructor where a term, or
proof, le n m is needed in order to construct another term.
Since we are manipulating terms in Prop, the arrow (→) here
can be seen as a function or also as an implication.

b) Functions: Computation in Coq is modeled by re-
ductions, i.e., pattern matching, the substitution of variables
by terms, and the unfolding of (recursive) functions. The
following code excerpt illustrates this computation model for
the function leb (less-equal boolean), which takes two nat
values (n and m) as arguments and returns a boolean value
(true or false). The code contains a match statement
that performs pattern matching on the two input values. Pattern
matching allows to inspect how a given value was constructed.
This allows to perform conditional operations in Coq.
Fixpoint leb n m : =
match n, m with

| O, _ ⇒ true (⁎ 0 always smaller/equal ⁎)
| S n’ , O ⇒ false (⁎ 0 never greater n’+1 ⁎)
| S n’ , S m’ ⇒ leb n’ m’ (⁎ compare n-1 and m-1 ⁎)
end.

In the example three cases are distinguished: (i) if n is zero
(O) than the value of m is irrelevant (_) and the result is always
true; (ii) if, however, n is constructed using S, while m is
zero, the result is always false; and finally (iii) if both n
and m were obtained using the constructor S from some nat
values n’ and m’ the result is obtained by a recursive call to
leb itself, i.e., by comparing n’ and m’.

c) Type Classes and Proof Obligations: In addition to
basic inductive types, Coq provides syntactic sugar to specify



type classes. Type classes allow to define generic interfaces,
similar to, but way more powerful than, Java interfaces or
classes in object-oriented programming languages. The inter-
face is defined through class members, which can be terms,
functions, propositions, et cetera. The class and its members
can be used to write functions without knowing the actual
implementation, which can be defined separately through
instances. Members that are propositions are usually called
proof obligations (POs), since proofs have to be provided for
them when instantiating a class.

The following example illustrates the use of type classes to
abstractly define the concept of a preorder, which is a binary
relation (argument Rel) over an arbitrary type (A) that is
characterized by two POs refl and trans:
Class PreOrder {A} ( Rel : A → A → Prop) : Prop : = {
refl : forall x, Rel x x; (⁎ reflexivity ⁎)
trans : forall {x y z} , (⁎ transitivity ⁎)

Rel x y → Rel y z → Rel x z;
} .

This concept can now be used to formalize generic proper-
ties over all preorders, e.g., that flipping the two arguments of
a preorder again yields a preorder.

Generic properties formalized using the PreOrder class
then are immediately usable for all of its instances. The le
relation from before, for instance, is a preorder and the corre-
sponding instance is shown below. The instance is created by
calling a special constructor (Build_PreOrder, automati-
cally generated for the class), whose arguments supply values
for each of the class members. The value for a member can be
a term, a type, a function, or a proof of a logical proposition.
Recall that proofs are simply functions producing a value of
type Prop. Consequently, the value/proof for the member
refl is simply the constructor le_n. The proof for trans
is readily available in Coq’s libraries (Nat.le_trans).
Instance NatPreOrder : PreOrder le : =

Build_PreOrder le_n Nat. le_trans.

As shown next, type classes can be used to define generic in-
terfaces of DRAM memory controllers, formalizing constraints
from the JEDEC standard [6]. Instances of those classes supply
the actual controller’s command-scheduling algorithm along
with proofs that the JEDEC standard is respected.

D. CoqDRAM – Formalizing the DDR4 Standard in Coq

The JEDEC standard, defining the operation of DDR4
devices [6], is written in a semi-formal manner through natural
language and illustrative timing diagrams, where rules and
constraints often appear in the middle of paragraphs. It is thus
impossible to automatically extract them from the standard –
or even systematically and concisely refer to/name them.

Lisboa Malaquias et al. [4], [5] thus formalized the process-
ing of memory requests and those parts of the JEDEC standard
that are essential to command scheduling, i.e., the constraints
from Table I. Their approach is based on (i) two basic inductive
data types capturing memory requests (Request_t) and
DRAM commands (Command_t), (ii) a type class Trace_t,
which specifies valid command traces according to the JEDEC
standard [6], (iii) a type class System_configuration

specifying the DDR4 device parameters, (iv) a type class pro-
viding an abstract request arrival function Arrival_at, and
(v) a type class Controller_t, which specifies correctness
of a memory controller overall.

Memory requests to be processed by the memory controller
are represented by the type Request_t and carry an arrival
date, a kind (RD or WR), and an address, consisting of a bank
group, a bank, and a row number. The type Command_t rep-
resents DRAM commands that are associated with a command
date, a kind (CRD, CWR, ACT, or PRE), and a request.

The commands issued to the DRAM device over time are
then represented as a sequence of commands by the member
Commands of the type class Trace_t – very similar to
the reasoning in the JEDEC standard. The ith element of the
sequence consequently corresponds to the command sent to the
device on the command bus at bus clock tick i. The following
excerpt shows how timing constraints are modeled as POs
through the example of the tRRD constraint (cf. Table I):
Cmds_T_RRD_ok : forall a b,
a \in Commands → b \in Commands →
isACT a → isACT b →
( Same_Bank a b = false) → Before a b →

Apart_at_least a b T_RRD;

This formula indicates that for any two commands a and b,
both in the command sequence Commands, both being ACT
commands targeting different banks, and a being issued before
b, it follows that the command dates are at least T_RRD
bus clock ticks apart. Note that T_RRD is a generic timing
parameter provided by the System_configuration type
class (along with all the other constraints from Table I). Other
timing constraints are stated in a similar fashion, along with
additional constraints on the command protocol, etc. [4], [5].

The JEDEC standard is, however, incomplete in terms of
specifying a memory controller, since it is only concerned
about the behavior of the DRAM device. An actual controller
should, in addition, process memory requests (Request_t)
that become visible to the memory controller according to
an arrival model (Arrival_at), and generate corresponding
command sequences. CoqDRAM thus introduces a second
correctness layer with Controller_t:
Class Controller_t : = {
(⁎ Controller interface ⁎)
Arbitrate : nat → Trace_t;

(⁎ PO: Requests must be handled ⁎)
Requests_handled : forall ta req,
req \in ( Arrival_at ta) → exists tc,
( CAS_of_req req tc) \in ( Arbitrate tc) . ( Commands) ;

} .
To instantiate a controller, a function (Arbitrate) must

be supplied, which produces a valid DRAM command trace up
to some time instant (indicated by the type nat). In addition,
several proofs have to be supplied to satisfy POs. The excerpt
shows the PO Requests_handled, which indicates that for
every request that arrived at the memory controller at some
time instant ta (Arrival_at ta) there has to exist a CAS
command belonging to that request in the command trace.
Additional POs impose that the accessed bank has to be open
and that the active row corresponds to the request’s address.



Lisboa Malaquias et al. [4], [5] provide two proof-of-
concept implementations of simple FIFO- and TDM-based
controllers, which are proven correct manually. It has to be
emphasized though that their proofs hold for all possible
DDR4 devices due to the symbolic use of timing parameters
(see T_RDD from above). However, as previously indicated,
these algorithms do not consider refresh. Furthermore, the
code and proofs developed for these prototypes is hardly
reusable, since the proposed type classes only provide an
interface that allows to implement controllers that are correct
by construction without providing a more general framework
to simplify the task of doing so.

III. DESIGNING AND PROVING COMPLEX MCS

The objective of this work is thus to address the previously
identified short-comings by formalizing DRAM refresh and
providing a new implementation layer for MCs that allows to
develop complex controllers more easily. In particular, the goal
of this implementation layer is to provide parameterizeable and
reusable code, which includes proofs.

A. Formalizing DRAM Refresh

As outlined in Subsection II-A, DRAM refresh is usually
initiated by a dedicated command REF,2 which has to be
issued regularly respecting, on average, a period of T_REFI.
This makes the related formulas quite different from most
other constraints imposed by the standard.

The standard indicates three key phrases, which we encode
as separate POs within the Trace_t class: (i) "[the] maxi-
mum interval between the surrounding Refresh commands is
limited to 9 × tREFI ." [6, §4.26] (ii) "at any given time, a
maximum of 16 REF [. . . ] commands can be issued within
2 × tREFI" [6, §4.26]. (iii) "at no point in time more than
a total of 8 [. . . ] Refresh commands are allowed to be
postponed" [6, §4.26]. Due to the semi-formal style of the
standard it is sometimes difficult to translate these phrases
into precise formulas. For instance, the sentence quoted for
(iii) is accompanied by a less permissive illustration [6, Fig.
135], with a slightly different meaning. It shows two bold bars
tREFI time units apart, with 8 slim bars in-between, i.e., the
values from the sentence above divided by two.

We propose the formulas in the following code excerpt in
order to formalize these constraints in Coq:
Cmds_T_REFI_max_dist_ok : forall a,
a \in Commands → isREF a →
exists b, b \in Commands ∧ isREF b ∧

Apart_at_most a b ( 9 *T_REFI) ;
Cmds_T_REFI_max_density_ok : forall t,
let refs : = CmdsBetween t isREF ( t + 2*T_REFI) in

( size refs) <= 1 6 ;

Cmds_T_REFI_avg_density_ok : forall x,
let refs : = CmdsBetween 0 isREF ( x * T_REFI) in

( x+ 1 ) − 8 < ( size refs) ;

Here the function CmdsBetween takes three arguments:
a starting instant t, a predicate function P over commands,
and an ending instant t′ (t ≤ t′). The function returns those

2Other refresh methods exist, but are out of scope for this work.

commands from the command trace that were issued in the
time interval from t to t′ and for which P evaluates to true. The
function size counts the number of elements (cardinality)
in the resulting set/sequence. Additional constraints ensuring
that all banks are idle and timing constraints between REF
and other commands are respected are too required, but these
follow similar patterns already present in CoqDRAM and are
thus not elaborated here for the sake of brevity.

B. A Generic and Reusable Controller Template

In order to address the second issue, we developed a generic
memory controller template, which automatically manages
requests and the generation of the associated commands.
Notably, the template tracks timing constraints using dedicated
counters and provides command filtering functions in order to
make sure that only valid commands can be issued at any
moment in time. Command generation and other aspects of
this algorithm are, to some extent, parameterizeable. Most
importantly, the template comes with a set of parameterized
proofs that carry over to any implementation derived from it.

As shown in the next code excerpt, we define a type
class that models an interface for scheduling algorithms. In
order to design a new command-scheduling algorithm, the
user only needs to provide the implementation of three func-
tions: (i) Schedule, which selects the next command from
the set of valid commands precomputed by the framework,
(ii) UpdateState, which updates the internal state of the
scheduling algorithm, and (iii) InitState, which provides
the initial internal state for the algorithm.
Class Scheduler_t : = {
Schedule :
ReqCmdMap_t → (⁎ Filtered cmd. list ⁎)
SystemState_t → (⁎ System State ⁎)
SchState_t → (⁎ Internal state ⁎)
Command_kind_t; (⁎ Command to issue ⁎)

UpdateSchState :
Command_kind_t → (⁎ Issued command ⁎)
ReqCmdMap_t → (⁎ Unfiltered cmd. list ⁎)
SystemState_t → (⁎ System State ⁎)
SchState_t → (⁎ Internal state ⁎)
SchState_t;

InitSchState : ReqCmdMap_t → SchState_t;

(⁎ POs to instantiate the template’s proofs ... ⁎)
} .

The type class, in addition, defines several POs (not shown),
which are needed in order to ensure consistency between the
command-scheduling algorithm and its expected behavior with
regard to the template implementation. In particular, these POs
allow to instantiate the parameterized proofs of the template
and thus implementations to automatically inherit these proofs.

The template implementation is an instance of the
Controller_t interface and, consequently, makes sure that
only valid traces (cf. Trace_t) are produced. The functions
of the Scheduler_t interface are called on every cycle
according to Listing 1. The algorithm receives a set of arriving
requests (Arriving) and a state (State). It returns a new
state and a command to be issued to the DRAM device.



function templateTick( Arriving, State)
if State. isValid then
SysSt : = State. SystemState;
SchSt : = State. SchedulerState;
CmdsAll : = State. PendingCommands;

(⁎ (Re)generate commands for arriving and pending ⁎)
(⁎ requests as well as refresh, if needed ⁎)
CmdsAll : = ReGenPending( CmdsAll, SysSt) ;
CmdsAll : = GenArriving( CmdsAll, Arriving, SysSt) ;
CmdsAll : = GenREF( CmdsAll, SysSt) ;

(⁎ Pick ready command to issue / complete request ⁎)
CmdsRdy : = FilterReady( CmdsAll, SysSt) ;
CmdNxt : = Schedule( CmdsRdy, SysSt, SchSt) ;
if CmdNxt. isCAS then
CmdsAll. remove( CmdNxt) ;

(⁎ Update system and internal state ⁎)
SysNxt : = SystemUpdate( CmdNxt, SysSt) ;
SchNxt : = UpdateState( CmdNxt, CmdsAll, SysSt, SchSt) ;

if SysNxt. isValid then
return ( State( SysNxt, SchNxt, CmdsAll) , CmdNxt) ;

return ( ErrState, NOP) ;

Listing 1: Pseudo code of the controller template’s algorithm.

In the case of an error, which may never occur when the
Scheduler_t interface is respected along with all its POs,
a symbolic error state and a NOP are returned.

On each clock tick the algorithm templateTick
(re)generates commands for pending/arriving requests respec-
tively according to the current system state (ReGenPending
and GenArriving). If needed, commands necessary to
perform a refresh are generated as well (GenREF).

Next, a filter is applied to the generated commands replacing
commands that are not ready by NOPs. The filtering takes into
account the current system state, which provides various timers
and information on the bank states. The user-supplied schedul-
ing algorithm (Schedule) is then called, which selects one
command from this list (or issues a NOP if the list is empty).

Finally, the system and internal states are updated
(SystemUpdate and UpDateState). The former, notably,
increments and/or resets timers of the system state along with
relevant information on the state of banks and the direction of
the data bus. Note that system update expects that a valid and
ready command is issued. If this is not the case, it returns an
invalid system state. Again, this cannot occur when all POs of
the scheduler interface are respected. The updated system and
internal states along with the list of pending commmands, and
the command to be issued to the DRAM device are returned
to the Controller_t interface.

The following excerpt shows a simplified instantiation of the
scheduler interface (omitting proofs) for a simple FIFO-based
command-scheduling algorithm:
Instance FIFO : Scheduler_t : = Build_Scheduler_t

( fun map _ _ ⇒ (⁎ The Schedule function ⁎)
match seq. ohead map with
| Some cmd ⇒ cmd (⁎ Pick first ready cmd. ... ⁎)
| None ⇒ NOP (⁎ ... or issue a NOP ⁎)
end)

( fun _ _ _ _ ⇒ tt) (⁎ UpdateSchState ⁎)
( fun _ ⇒ tt) (⁎ InitSchState ⁎)
. (⁎ Proofs (omitted) ⁎)

When configured with the closed-page policy, this is func-
tionally equivalent to the FIFO algorithm developed by Lisboa
Malaquias et al. [4], [5]. The main difference is that the code
is much simpler and that all proofs regarding the JEDEC stan-
dard are automatically inherited from the template implemen-
tation when provided with the above scheduler instance and
its associated proofs. Only proofs concerning the completion
of requests (cf. Controller_t) have to be supplied.

IV. CASE STUDY: TDMSHELVE FOR MIXED-CRITICALITY

We now investigate the applicability of our framework to
design complex MCs through a proof-of-concept case study,
called TDMShelve. The starting point is Hebbache’s work-
conserving TDM [8], [9] presented in Section II-B, assuming
the same basic task model. Critical tasks are assigned a
dedicated TDM slot and non-critical tasks are served on a
best-effort basis. However, the underlying memory technology
now is DDR. Consequently, the slot length SL, which has to
be supplied as a parameter to the Coq implementation, has
to accommodate a PRE-ACT-CAS sequence. The validity of a
given slot length is ensured by POs. The command scheduler
then has to ensure a simple invariant: for a critical task
with a deadline at the end of the upcoming TDM slot it has
to be possible to execute this command sequence under all
circumstances. To achieve this, TDMShelve defines a con-
straint on the use of banks. Critical tasks with adjacent TDM
slots are not allowed to access the same banks (cf. private
bank mapping [11]). This is important since no inter-bank
constraints limit the issuing of PRE commands (cf. Table I).

This allows us to enforce the invariant from above consid-
ering the following rules (applied in that order), considering
relative deadlines (D)3 and slack (∆): (i) If a refresh is upcom-
ing, TDMShelve pauses and all processing regarding TDM
slots, slack, and deadlines pauses, but in-coming requests are
still recorded, (ii) else, if the relative deadline of a pending
command/request is imminent, i.e., D ≤ SL, that command
is scheduled, (iii) else, if the relative deadline of a pending
command is up-coming, i.e., SL < D ≤ 2 · SL, or the slack
of the owner of the upcoming slot is too small, i.e., ∆ ≤ SL,
only commands targeting a different bank can be scheduled,
(iv) otherwise, any pending command can be scheduled.

Rule (ii) ensures that requests from critical tasks get exclu-
sive access to the memory in the TDM slot right before their
deadline, while Rule (iii) ensures that preceding commands
do not block any command of the PRE-ACT-CAS sequence
for the upcoming TDM slot – notably when Rule (ii) later
triggers. Last, but not least, Rule (iv) gives absolute freedom
to the command scheduler to pick any pending command.

The implementation of TDMShelve thus consists of two
nested scheduling functions. The task of the first is to ensure
the above rules by filtering out prohibited commands. The
second scheduling function can be freely defined (as long as
it selects a useful command if such a command exists – which
is modeled as a PO). For the following examples, we assume

3Implemented as decrementing counters according to Hebbache’s rules [9].



that this function selects commands according to their relative
deadline, with the arrival date as a tie breaker. Commands from
non-critical tasks have a relative deadline of 0 and are thus
automatically prioritized over those by critical tasks (unless
filtered out by any of the above rules).

Note that commands are scheduled as they become ready
(cf. Section III-B). Applying Rules (ii) and (iii) may thus lead
to a situation where the processing of the command sequence
of a request has to be interrupted in order to ensure that the
deadlines of critical tasks are met. Such requests are said to be
shelved – hence the name TDMShelve. This means that the
generated commands for these requests are filtered out and
are thus no longer visible to the second command-scheduling
function. The commands may later become visible again, e.g.,
once all commands with imminent deadlines have been issued.
However, the processing of a shelved request may also regress,
e.g., when its page was closed by an imminent PRE command.
The request’s command sequence then restarts.

A. Illustrative Example

Figure 3 shows an execution trace that illustrates the op-
eration of TDMShelve for a simple but realistic memory
model, where the timing parameters correspond to those of
a DDR3-800E device.4 The PRE-ACT-CAS sequence on this
kind of device imposes a TDM slot length of SL = 27
cycles, which would increase to 45 cycles if adjacent slots
were allowed to access the same bank. Two critical tasks (T1
and T2) have dedicated TDM slots, where the former is
allowed to access bank 0 and the latter bank 1. Two non-
critical tasks also execute, which do not have dedicated slots,
but may access any bank. Table II shows the relevant details
of each of the processed requests. Notably, the arrival date,
deadline (DL), and the dates associated with the respective
DRAM commands, as well as the address, and bus direction.

The first request that arrives at the MC (t3nc
0 ) is non-

critical. Despite the fact that the all critical tasks start with
no slack (0∆), its PRE ( ) and ACT ( ) commands are

4Note that DDR4 is a strict super-set of DDR3, which consequently can
be modeled in the presented formal framework.

1 2 3 4 5 6 7 8
T1 T1 T1 T1T2 T2 T2 T2

T1c,0∆
0 T1c,11∆

1

T2c,0∆
0 T2c,4∆

1

t3nc
0 t3nc

1

t4nc
0

Fig. 3: Operation of TDMShelve considering two critical and
two non-critical tasks with a TDM slot length of 27.

Request Arrival DL PRE ACT CAS Bank Row Kind

T1c,0∆
0 35 81 – – 71 0 0 RD

T1c,11∆
1 108 189 146 157 168 0 1 WR

T2c,0∆
0 15 54 29 40 51 1 0 WR

T2c,4∆
1 137 216 170 181 192 1 0 RD

t3nc
0 5 – 7 18 80 0 0 WR

t3nc
1 90 – 106 117 128 0 2 RD

t4nc
0 70 – 82 93 104 1 2 WR

TABLE II: Detailed information on processed requests.

scheduled right away. This is explained by the fact that initially
no other command is pending and that bank 0 is targeted,
which is different from T2’s bank. The request continues to
be processed even after the arrival of T2c,0∆

0 , whose deadline
is upcoming at this point. This changes when the deadline of
T2c,0∆

0 becomes imminent at the beginning of Slot 2 ( ). At
this point t3nc

0 is shelved ( ).
It continues to be shelved throughout the current and next

slot, due to the arrival of T1c,0∆
0 , whose deadline is upcom-

ing and quickly becomes imminent ( ). However, T1c,0∆
0

experiences a row hit and thus completes early – gaining
slack (11∆). Processing of t3nc

0 is picked up at this point
with its remaining CWR command.

The next interesting situation occurs between t3nc
1 and

T1c,11∆
1 . Again, the processing of the non-critical request

starts right away. This is explained by the slack of T1 (11∆).
Consequently, the delayed arrival date of T1c,11∆

1 ( ) is
shifted along with its deadline ( ). It is thus safe to schedule
commands of t3nc

1 without risking a deadline miss.

V. RELATED WORK

DRAM Verification: Jung et al. [12] propose a modeling
language to specify the commands, the protocol, and timing
constraints of various DRAM standards, including DDR4.
However, the language does not capture the correctness of the
memory controller. Command generation and the processing
of requests (starvation) is thus not covered. We also noted
differences in the interpretation of the standard. The most
relevant concerns DRAM refresh, where Jung et al. only model
the equivalent of the Cmds_T_REFI_max_dist_ok PO.

Hassan and Patel propose MCXplore [13], where only 4
DRAM timing constraints (tCCD, tRTP , tRCD, tRRD) are
modeled in Linear Temporal Logic (LTL). A model checker
is used to generate counter examples from an abstract model
of the MC, which are then used to create a test bench for the
actual MC implementation. The approach does not verify the
correspondence between model and implementation and thus
may produce tests that are not relevant to the implementation.

Other work on DRAM verification [14], [15] using System
Verilog Assertions (SVA) similarly does not cover the entire
JEDEC standard. For instance refresh is not covered at all.
Contrary to our approach, the verified assertions are specific
to a given DDR device.

Real-Time MCs: The design of real-time capable MCs
has gained considerable attention over the last years [2],



[3], [16]. A key element of these MCs is that command
generation and scheduling is controlled at a very fine level.
State-of-the-art controllers [2], [3] are based on a technique
first proposed by Ecco and Ernst [2]. The processing of
requests is organized in alternating rounds of read (CRD) and
write (CWR) commands to avoid the expensive switching of
the bus direction (tRDtoWR and tWRtoRD). The number of
commands issued to the DRAM device is a single round
is bounded, which results in predictable behavior and good
average-case performance. Our approach allows more freedom
to the command scheduler when sufficient slack is available,
but, on the other hand, is more constrained when slack is low.

Mirosanlou et al. propose a scheme [16] that allows to dy-
namically switch between a predictable MC and a perfor-
mance-oriented MC. As in TDMShelve this is achieved by
tracking relative deadlines. Every request has to finish within a
fixed maximum latency, which represents the relative deadline
wrt. the request’s arrival date. However, the approach has no
long-term memory. TDMShelve on the contrary may accumu-
late slack over time and thus allow for more flexibility.

An important advantage of TDMShelve with regard to all
work above is that it provides stricter isolation guarantees,
which are independent from (adversarial) concurrent accesses.
This ensures steady progress of critical tasks, which is advan-
tageous at the system level in a mixed-criticality setting [10].

VI. CONCLUSION

In this work we proposed a considerable extension of an
existing methodology for the design of trustworthy DRAM
memory controllers. We identified and addressed two main
issues: (i) the absence of correctness criteria concerning re-
fresh, which are essential for the design of real controllers,
and (ii) the lack of infrastructure wrt. reusable code and proof
patterns that facilitate the development of new MC designs.
We are thus the first to propose a complete set of correctness
criteria for DRAM refresh and a novel reusable template
for the design of new MCs that are correct by construction.
The applicability of this template was evaluated through
TDMShelve, a parameterizeable MC that provides timing and
isolation guarantees as regular TDM-based arbitration, but, at
the same time, allows for flexible command scheduling when
critical tasks in the system have sufficient slack.

There are several ways to extend this framework in the
future: Refresh for instance is not the only source of periodic
interference impacting real-time guarantees. ZQ calibration is
another example, needed to offset drift in temperature and/or
voltage. The calibration is optional under stable physical
operating conditions and thus has been ignored by related work
so far. The basic principle is similar to refreshes, except with
different timing parameters, e.g., tZQCS instead of tREFI ,
and, in particular, large periods in the order of milliseconds
that depends on bounds of the temperature/voltage drift.

The implementation template could be extended to provide
parameterizable consistency guarantees (e.g., sequential con-
sistency). Similarly, the handling of refresh, which currently

is strictly periodic according to tREFI , could be improved in
order to exploit postponing and pulling-in refresh commands.

It has to be noted that TDMShelve is an incomplete proof-
of-concept implementation. It was tested, but still needs con-
siderable work. Not all POs have been discharged at this stage.
The implementation has not been optimized wrt. hardware
properties, e.g., chip area or clock frequency. Future work
thus concerns the design of optimized scheduling strategies
for a hardware implementation or that maximize slack. It
would also be interesting to exploit other sources of slack. For
instance, slack gained due to pessimistic bounds on refresh
interference could be exploited. One could even envision to
transfer slack gained through the computation of a critical
task to the memory controller, e.g., when the task follows an
execution path that cannot exhibit the task’s worst-case timing.
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